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1. Context and objectives 

We want machines that are able to learn as quickly and effectively as animals. Learning in 
biological systems is not just acquisition of information, but the ability to change - improve – 
behaviour. Our vision is that small, simple low-power computational devices could be given 
non-trivial learning and adaptive behaviour capacities, mimicking the way that even ‘simple’ 
animals can learn arbitrary associations of stimuli with punishment and reward, and decide 
in an anticipatory fashion to approach or avoid learnt stimuli in different contexts. Translated 
into robotics, we imagine distributed devices that individually detect important regularities 
between sensory events, and are thus able to act adaptively to exploit natural signals in 
scenarios such as tracking, search, escape and exploration. 

Our specific biological model is larval Drosophila. These animals have fewer than 10,000 
neurons, yet express a variety of complex orientation and learning behaviours, including 
non-trivial anticipatory actions requiring context-dependent evaluation of the value of learned 
cues. Current computational learning theory cannot fully account for or replicate these 
capacities. We aim to develop a new foundation for understanding natural learning, and its 
computational implementation, by developing a complete multilevel model of learning in 
larvae. 

Our concrete objectives are: 

• To analyse at a fine scale how larval olfactory behaviour is controlled and altered by 
associative conditioning with attractive and aversive gustatory stimuli, and how memory-
based decision making is organised according to motivational and contextual states. This will 
be tightly linked to agent-based computational models of the larval behaviour that allow us to 
test crucial computational principles required to support the observed behavioural 
phenomena. 

• To build and validate integrative models at the level of neural circuits and link them to the 
characterisation of neural function in larvae through controlled loss-of-function and gain-of-
function experiments, functional imaging and functional perturbations through optogenetics. 
This will make use of unique and novel tools to gain unprecedented correspondence 
between model and system manipulations. 

• To abstract dynamical principles and derive novel, generalisable algorithms and 
architectures that can be used to enhance the learning and anticipatory capabilities of 
machines, and apply them in extended scenarios. This will involve a proof of concept that 
such autonomous learning capacities in real environments can be achieved with relatively 
minimal computational power. 

 
2. Work and results to date 

In the first year of the project our main focus has been on the development of new tools to 
support the investigation and modelling of larval behaviour, but there are also a number of 
experimental and modelling results to report. 

2.1 Tools 

The core experimental paradigm in our investigation is to observe the responses of freely 
moving larvae to odour sources, in a variety of different learning situations. We have 
developed new tools for tracking and analysing the behaviour of larvae. These include 
tracking body shape of multiple larvae, and from head, midpoint and tail position identifying 
and analysing turning events; resolving individual tracks in mass assays including collisions; 
a peristaltic step-based data analysis pipeline to yield a richer movement description; and a 
bottom-up PCA approach to derive time series that can be segmented and clustered into 
behaviour events.  
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We have also developed new tools that will allow new kinds of experiments. These include 
the adaptation of a closed loop tracker so that heat shock can be used as operant   
punishment linked to action; screening for single-cell specific split-Gal4 strains that enable 
highly specific optogenetic activation of dopaminergic reward pathways; and a machine for 
automated larval handling for fast throughput of experiments on individuals.  

A risky but potentially high impact aim was to see if biofluorescence or bioluminescence 
could be used to monitor neural activity in behaving animals, exploiting the highly specific 
genetic strains for neural identity. We have now demonstrated that bioluminescence 
corresponding to small groups of neurons can be measured in intact animals, and will next 
investigate if this can be done in conditions where the animal’s behaviour is tracked. 

Modelling tools include development of a spiking neural simulation of the olfactory learning 
pathway and of two contrasting agent models that represent the turning behaviour of the 
larva either as discrete states or as a continuous modulation of the size of alternating head 
casts, in each case driven by the agent’s perception of a sensory gradient. A robot model 
with similar simple turning control (for wheeled locomotion) has been built, but we are now 
investigating the mechanics and neural control of larval locomotion (peristaltic crawling and 
bending) with the aim to build a novel soft robot. We have already used scanning of a larva 
and 3D printing of a mould to cast a flexible silicon external shell with the same body shape. 

2.2 Experimental results 

We have carried out a study of the behavioural statistics of larvae (where and when they 
turn) under different reward pairing and testing conditions. The key outcome is that the 
salient mechanisms that alter the directness of odour approach to different concentrations 
under innate conditions appear to be altered in a very similar way by learning. That is, both 
the probability to turn when running down a gradient and the probability to end a turn up-
gradient are enhanced when odour is paired with reward, and reduced when odour and 
reward are unpaired.  

In addition, the standard paradigm has been used to show reward specificity in associative 
learning. Larvae trained with either sugar or amino-acids (both positive reinforcers) will 
selectively express their memory depending on the presence or absence of the specific 
reward. This complements work on alternative negative reinforcers (quinine and salt) and 
provides important constraints on the possible algorithmic and neural instantiation of 
associative learning. Pilot experiments also suggest that a reinforced odour can act as a 
secondary reinforcer, but this requires further investigation. 

Preliminary studies of operant paradigms have been carried out using light pulses coupled to 
specific larval actions, so far suggesting that punishment of casts and turns reduces their 
rate, but not specific punishment of left or right turns.  

2.3 Modelling results 

A simple generative model, which controls an agent by drawing from measured distributions 
of turning relative to odour location, has confirmed that this can explain the preference 
indices obtained in the learning experiments described above. The mechanisms for where 
and when to turn have also been more explicitly linked to perception in an agent model, in 
which we show that simple linear kernels applied to a normalised derivative of the odour 
concentration can produce larva-like chemotaxis. Further, very small alterations in kernel 
slope, corresponding to very slight biasing of behaviour, can have a very substantial effect 
on preference indices.  

Multilevel modelling is key to our approach and is being pursued with respect to this agent 
model in both directions. That is, we have built a simplified agent model that makes a head 
cast per time step with a continuous size variation depending on the change in olfactory 
input. We are also investigating more detailed mechanical and neural models that represent 
the peristaltic motion control of the larvae; and more realistic models of the sensory 
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preprocessing steps. 

The underlying neural mechanisms have been investigated using a neural network which 
represents a one-to-one mapping of the larval brain (that is, with equivalent neural numbers 
in each layer, but to date with a simplified wiring and input/output). Tested with different 
odour patterns, it is able to learn (increase output activity) for odours paired with reward. 
This network has also been further developed in two forms. One has been to focus on the 
same numbers of units but with simplified activation and learning rules; we can then show 
that the mushroom body embodies the computational principle of a Willshaw net. The 
second has been to reduce the number of units but elaborate the connectivity to focus on the 
interactions between sensory input, reward, innate, learned, and behavioural control, linked 
to an agent model. This enables direct comparison of model behaviour to a range of larval 
learning paradigms and further refines our understanding of the computational principles. 

2.4 Wider participation 

We have developed a website, www.maggot.eu for both external and internal sharing of 
project progress. We have also developed, for the wider research community, a larval 
version of the VirtualFlyBrain website which provides 3D image stacks of the larval CNS and 
central brain (collaboration with Dr. James Truman, HHMI Janelia) stored in an ontology that 
is linked with the flyBase database to enable the user to select anatomy and search this 
database for genetic information. Through a successful application to ESF-EMBO we 
organised an international workshop Flies, Worms and Robots: combining perspectives on 
minibrains and behaviour, from 8 – 13 November 2014 in Sant Feliu, Spain. A classroom 
demonstration of larval learning has been developed and successfully run in a school 
setting. The project has also been represented at a number of international meetings, 
including the Maggot Meeting (March, Japan). We continue close collaboration with 
researchers at HHMI Janelia. 

3. Expected final results and impact 

By the completion of this project: 

 We expect to have a complete description of the neural circuit for learning, and how it 
is linked to behavioural control. 

 We expect to have a range of models, at different levels, that fully capture the 
mechanism, allowing us to account for larval behaviour, and transfer it to technology. 

 We expect to have a ‘larvabot’ able to explore and learn in real environments 

The impact of this research will be to offer novel solutions that have wide applicability for a 
certain set of learning problems in information systems. These arise particularly as we look 
forward to increasingly miniaturised and dispersed devices, which ideally will have very low 
power demands, and can operate autonomously in a wide range of dynamic environments. 
Such devices will need to have active learning capabilities to perform tasks effectively, and 
could be applied in domains such as mineral exploration, environmental survey and 
monitoring, search and rescue missions on disaster sites, and precision agriculture. In each 
domain we can envisage minimalist devices capable of intelligent sampling and navigation 
strategies guided by the spatial and temporal changes in input. 

 

http://www.maggot.eu/

