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These proceedings contain the papers that were presented at the Workshop on FORmal methods
for the quantitative Evaluation of Collective Adaptive SysTems (FORECAST), which took place on
8 July 2016 in Vienna, Austria, as a satellite event of the 4th federated event on Software Technologies:
Applications and Foundations (STAF 2016).
FORECAST’s primary goal is to raise awareness in the software engineering and formal methods
communities of the particularities of Collective Adaptive Systems (CAS) and the design and control
problems which they bring. Therefore, the workshop is sponsored by the FP7-ICT-600708 European
project QUANTICOL (A Quantitative Approach to Management and Design of Collective and Adaptive
Behaviours), that runs from 2013–2017.
CAS consist of a large number of spatially distributed heterogeneous entities with decentralised control and varying degrees of complex autonomous behaviour that may be competing for shared resources
even when collaborating to reach common goals. It is important to carry out thorough quantitative modelling and analysis and verification of their design to investigate all aspects of their behaviour before they
are put into operation. This requires combinations of formal methods (e.g. stochastic process algebras
and associated verification techniques, like quantitative model checking) and applied mathematics (e.g.
mean field/continuous approximation and control theory) which moreover scale to large-scale CAS.
ICT-based CAS are at the core of the envisioned smart cities of the future, which are on the research
agenda of many EU and other international institutions and think-tanks. In fact, case studies in the
QUANTICOL project concern smart urban transport (e.g. bike-sharing systems) and smart grids, i.e.
systems of heterogeneous components with competing goals that must manage resources in a fair and
efficient way. This is particularly challenging when designing for behaviour that is emergent and spatially
inhomogeneous, but must nevertheless be guaranteed to satisfy operational requirements.
As a satellite event of STAF 2016, FORECAST is co-located with the 14th International Conference
on Software Engineering and Formal Methods (SEFM 2016), thus providing an excellent opportunity
for exchanging results and experiences on applying quantitative modelling and analysis techniques from
formal methods and software engineering and technologies.
The workshop received five regular paper submissions and we invited two active researchers from
the QUANTICOL project, Diego Latella (ISTI–CNR, Italy) and Mirco Tribastone (IMT Lucca, Italy), to
submit extended abstracts of invited talks on their latest results from the project presented into a broader
context. No less than four Program Committee members reviewed these submissions. Furthermore, the
workshop included three keynote talks by renowned experts on the workshop topics, on the crossroads of
SEFM and QUANTICOL, not participating in the project: Adelinde Uhrmacher (University of Rostock,
Germany), Gul Agha (University of Illinois at Urbana-Champaign, USA), and Mirko Viroli (University
of Bologna, Italy). We hereby thank all these invited speakers for accepting our invitation.
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Thanks are also due to the Program Committee members, listed below, for their careful and swift
reviewing. We are grateful to the STAF Workshop Chairs, Manuel Wimmer (TU Wien, Austria), Dániel
Varró (Budapest University of Technology and Economics, Hungary), and Paolo Milazzo (University of
Pisa, Italy), for accepting FORECAST as a satellite event at STAF 2016 and to the STAF organisers,
General Chair Gerti Kappel (TU Wien, Austria) and Organization Chair Tanja Mayerhofer (TU Wien,
Austria) for the smooth organisation and the pleasant interaction concerning organisational matters. We
would also like to take this opportunity to thank Andrei Voronkov for his excellent EasyChair system that
automates most of the tasks involved in organising and chairing a workshop. Finally, we thank EPTCS
and its editor-in-chief, Rob van Glabbeek, for agreeing to publish the proceedings of FORECAST 2016.
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Modeling and simulation of collective adaptive systems: a
case for self-adaptive software and domain-specific languages
Adelinde M. Uhrmacher
University of Rostock
Albert-Einstein-Straße 22, 18051 Rostock, Germany
adelinde.uhrmacher@informatik.uni-rostock.de

Collective adaptive systems we interpret as systems that operate on different organizational levels
and whose structures, in terms of components and interactions, are changing over time. These systems
provide specific challenges for modeling as well as simulation methods. First, modeling languages have
to be sufficiently expressive to be able to capture the essentials of collective adaptive systems. We present
the multi-level modeling languages ML-Rules, ML-Space, and ML3, and discuss their features that facilitate developing and maintaining compact models of collective adaptive systems. Second, experimentation languages like SESSL can facilitate specifying, executing, and documenting complex “in-silico”
experiments, e.g., parameter scans, statistical model checking, or optimization experiments comprising
multiple executions and analysis steps.
However, executing experiments with complex models comes at a price. E.g., in the case of MLRules, allowing arbitrary functions not only on attributes and content but also for specifying reaction kinetics on the fly prevents us from taking short cuts that simulators for less expressive languages can take.
A family of execution algorithms, from which a suitable algorithm can be selected and configured on
demand before or during simulation, helps an efficient execution. Intelligent strategies for automatically
selecting and configuring algorithms do not only come handy for executing models, but also for identifying and configuring suitable methods for the diverse analysis steps involved in simulation experiments.
A pre-requisite for this kind of self-adaptation is a clear separation of concern and a component-based
software design, as realized in the modeling and simulation framework James II.
Thus, similarly as domain-specific languages support users in developing and maintaining models
of collective adaptive system, and specifying, executing, and documenting experiments, flexible, selfadaptive simulation environments contribute to more efficient and effective experimenting with these
models.
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Checking for Aggregate Behavior of Concurrent Systems
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In many real-world applications, such as those involving biological systems or big data, only probabilistic “guarantees” of approximate behavior are feasible. Moreover, we are often interested in aggregate
behavior of such systems. The talk will describe probabilistic programming and methods for estimation
which can guide the execution of probabilistic programs. Such methods are based on sampling the behavior of a concurrent system and closely connected to statistical model checking. I will then present
Euclidean model checking, a method for analyzing quantitative properties of systems. The approach will
be illustrated with applications such as Pharmacokinetics and sensor networks.
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Resiliency with Aggregate Computing:
State of the Art and Roadmap
Mirko Viroli

Jacob Beal

Alma Mater Studiorum – Università di Bologna
Cesena, Italy
mirko.viroli@unibo.it

Raytheon BBN Technologies
Cambridge, MA, USA
jakebeal@bbn.com

One of the difficulties in developing collective adaptive systems is the challenge of simultaneously
engineering both the desired resilient behaviour of the collective and the details of its implementation
on individual devices. Aggregate computing simplifies this problem by separating these aspects into
different layers of abstraction by means of a unifying notion of computational field and a functional
computational model. We review the state of the art in aggregate computing, discuss the various
resiliency properties it supports, and develop a roadmap of foundational problems still needing to be
addressed in the continued development of this emerging discipline.

1

Introduction

The environment in which we all live, work, and play is increasingly saturated with computational devices, and those devices are increasingly linked with one another, with the physical environment, application services, and humans. The problems and applications of this emerging computational environment
are being addressed in a wide variety of different areas, including such areas as smart cities, intelligent
transportation systems, personalized health care, and the Internet of Things. A common problem in all
such diverse scenarios is to tractably engineer safe, reliable, and maintainable collective behaviours in a
complex open environment comprising many devices and scales of operation.
Aggregate computing is an approach to these problems based on the recognition that many collective
applications are most naturally specified in terms of aggregate properties, rather than the behaviour of
individual devices. For example, a crowd safety service needs to know the density and distribution of
people through the environment, not the location of individuals, and users of a bike-sharing system do
not typically care which bicycle or station they use as long as one is readily available nearby. Building
on the natural expression of such properties in terms of collections of values spread over regions of
space, called computational fields [26, 4], aggregate computing factors the challenging problems of
building collective adaptive systems into several abstraction layers, each of which can be engineered
independently and much more tractably.
In this paper, we begin by reviewing the state of the art in aggregate computing and the resiliency
properties it currently supports. Following a brief discussion of the history of related work in Section 2,
we present the notion of computational fields and its elaboration into the aggregate computing “stack”
of abstractions in Section 3, and key results on resilience in aggregate computation systems in Section 4.
We then present our view on a roadmap of foundational problems yet to be solved in Section 5 and
conclude with a summary in Section 6.
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History of Related Work

Engineering collective systems has long been a subject of interest in a wide variety of fields, from biology
to robotics, networking to high-performance computing, and many more; a thorough survey of this history may be found in [4], which we summarise here. As the foundational issues of engineering collective
adaptive systems remain the same, particularly when dealing with systems embedded in geometric space
and having goals linked to that space (also known as spatial computers), a number of common themes
have emerged across the multitude of approaches that have been developed. In particular, there are several clusters of approaches to construct collective adaptive computational behaviours in heterogeneous
networks that are identified in [4]:
• Approaches addressing foundation of group interaction in complex environments mostly extend
the archetype process algebra π-calculus, which models flat compositions of processes, with various versions of environment structure [10, 11, 28], shared-space abstractions [9, 36], and attributebased ensembles [31],
• Device abstraction languages do not provide adaptivity per se, but allow a programmer to focus
on adaptivity by making device interaction implicit (e.g., TOTA [26], MPI [27], NetLogo [34],
Hood [38]),
• Pattern languages generally provide adaptive means for composing geometric and/or topological
constructions, but little computational capability (e.g., Origami Shape Language [29], Growing
Point Language [14], ASCAPE [22]),
• Information movement languages are the complement of pattern languages, providing means
for summarizing from space-time regions of the environment and streaming these summaries to
other regions, but little control over the patterning of that computation (e.g., TinyDB [25], Regiment [30], KQML [19]),
• General purpose spatial languages typically require more investment to use as they lack the specialisation of the other categories, but the general constructs they provide avoid the limiting constraints
of the other categories (e.g., Protelis [33], Proto [3], MGS [20]).
Overall, the successes and failures of these language suggest, as observed in [5], that adaptive mechanisms are best arranged to be implicit by default, that composition of aggregate-level modules and
subsystems must be simple, transparent, and result in highly predictable behaviours, and that large-scale
collective adaptive systems typically require a mixture of coordination mechanisms to be deployed at
different places, times, and scales.

3

Aggregate Programming Approach

Aggregate computing is an approach that aims to draw on the successes of past approaches to produce a
generalised means of programming collective adaptive systems. Most specifically, the aggregate computing paradigm is grounded in three main concepts: (i) the reference “machine” over which collective adaptive applications run is abstracted to a distributed – yet conceptually single – computational device, (ii)
the reference “elaboration process” for that machine is the manipulation of a “collective data-structure”
physically distributed through part or all of the surrounding environment; and (iii) computation is carried
out by cooperation of devices, achieving resiliency by self-organisation. This approach may then be
implemented by the approach of layered abstractions depicted in Figure 1, incrementally connecting the
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Figure 1: Layers of aggregate computing, adapted from [5]
capabilities of single devices to the development of collective adaptive applications. The remainder of
this section describes each of these layers in turn.

3.1

Computational Fields

A first key question is: what should be the shape of a “collective data-structure” manipulated with aggregate computing? Given the tight connection with physical space for the typical application scenarios
we address, we consider collections of values, with each value situated in a specific point of the physical
space, and at the time that value has been produced by a device, either directly by a sensor, or as result
of some computation. We define the domain of such a collection as a set of space-time points, called
events; note that such events correspond to computational actions (e.g., sensing, actuation, local computation) executed by some device embedded in the spatial environment. For any event ε we can thus
identify a position p in space, a moment in time t, and a device d which computed it (under space and
time coordinate system). In line with previous works such as [26, 36, 6], we hence rely on the notion
of computational field (or field for short), defined as a map from a domain (giving the required details
of the computational environment) to some set of computational values (e.g., Booleans, numbers, or any
complex computational object up to a higher-order description of aggregate behaviour).
We sometimes refer to field evolution (instead of just a field) to emphasise how computed values
evolve over both space and time, and field snapshot as a field over a subset of a domain selecting values at
a given moment in time—i.e., selecting the last value available in each device at that time. Computational
fields are a very general mechanism, useful to various purposes; one can model inputs coming from
the environments as a sensor field, outputs as an actuator field, system knowledge as a data field, any
intermediate results of computation as a field of computed values, or the dynamically injected aggregate
code to execute as a field of functions. So, critically, any aggregate computation can be seen as a function
from fields to fields, where input and output should have the same domain.
As the shape of a computational field has been clarified, let us consider a second key question: how
does our space-time notion of collective data-structure affect the computational model? In general, com-
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putation of a value at a given event ε should depend on some contextual information, certainly including
results of computations at the previous event at ε’s device and information produced by sensors at ε.
Additionally, some notion of local device-to-device interaction is considered. Embedded in a domain
(and depending on application-specific aspects) there is a binary notion of proximity, dictating when two
devices are in the neighbouring relation. It is then assumed that computation of a value at a given event
ε can depend on the value at events corresponding to the latest computation at neighbouring devices,
that is, assuming a communication that transferred information from a device to its neighbourhood. Depending on the specific computation to achieve, in particular, neighbouring devices can be restricted to
consider only those belonging to a common “subdomain,” identifying those devices that cooperatively
bring about a common computational goal.
So to recap, computing with fields can be done by leveraging devices’ ability to connect with sensors
and actuators, to locally compute functions as usual and keep track of results over time, and to communicate with neighbours and possibly do so restricting the proximity relation. As shown in Figure 1
(bottom), it is on top of this lowest layer of device mechanisms, and on the notion of field, that aggregate
computing grounds and builds higher-levels computing models.

3.2

Field Calculus

The field calculus (as expressed in its higher-order version in [17]) is the foundation of aggregate computing, as it provides a core language with formalised syntax, semantics and properties, on top of which
more accessible programming languages can be built, and resiliency properties can be proven by construction or formal reasoning. The core idea of field calculus is to express computations by a functional
language with the “everything is a field” philosophy. Given an external environment, namely a domain
and sensors’ values, each expression defines a field on that domain, and function application is a key
ingredient that allows one to define reusable behaviour in terms of declaratively-specified transformation
from fields to fields; in fact, any field computation takes field evolutions as input and produces a field
evolution as output. For example, given an input of a Boolean field mapping certain devices of interest to
true, an output field of estimated hop-by-hop distances to the nearest such device can be constructed by
iterative aggregation and spreading of information, such that as the input changes the output changes to
match. The field calculus succinctly captures the essence of field computations, much as λ -calculus [13]
does for functional computations or FJ [21] does for object-oriented programming. A field expression e
is constructed and manipulated using three syntactic program constructs:
• Functions: eλ (e1 , . . . , en ) applies the function yielded by eλ to arguments e1 , . . . , en , with callby-value semantics. Such a function can be a “built-in” primitive (any stateless mathematical,
logical, or algorithmic function, possibly in infix notation), a sensor or actuator, a function literal “(x1 , . . . , xn ) => e” or a user-defined function f defined as “def f (x1 , . . . , xn ){e}”. For instance, 1 + 2 gives a flat field mapping each event to 3, sns-temp() the field of temperatures,
((x) => x + 1)(0) gives 1 everywhere, and mux(eb , e1 , e2 ) computes fields out of eb , e1 and e2 ,
and gives at each event the result given by e1 where eb is true and e2 where eb is false. Importantly, since eλ is an expression it actually provides a field, namely, a field of functions which could
change over space and time: in that case, the resulting field is obtained by preventing information
flow between events where evaluation of eλ differ. Thus, for example, (mux(eb , +, −))(2, 1) splits
the domain in two subdomains depending on the true/false evaluation of eb , and computes 2 + 1
in one and 2 − 1 in the other.
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• Dynamics: rep(e0 ){eλ } defines a field holding the evaluation of e0 initially, and being updated at
each event on a device by applying eλ to the value held at previous event on the same device. For
instance, rep(0){(x) => x + 1} gives a field counting the number of events at each device.
• Interaction: nbr(e) gathers at each event a map from all neighbours to their latest resulting value
of computing e. A special set of built-in “hood” functions can then be used to summarise such
maps back to ordinary expressions. For instance, sumHood(nbr{1}) counts the number of neighbours at each event.
An example using the various constructs is the following distance (or gradient) function:
def distance(source){
rep(infinity){
(d) => mux(source, 0, minHood( nbrRange() + nbr{d}))
}
}
coloring field calculus keywords red, built-in functions green, and user-defined functions blue. This code
estimates distance d to devices where source is true: it is initially infinity everywhere, and is computed
over time using built-in selector mux to set sources to 0 and other devices by the triangle inequality, taking
the minimum value obtained by adding the distance to each neighbour (as given by sensor nbrRange) to
its estimate of d (obtained by nbr).
Critically, this aggregate-level model of computation over fields can also be “compiled” into an
equivalent system of local operations and message passing actually implementing the field calculus program on a distributed system [16, 17]. In particular, it defines the computation round behaviour, framed
as a single computable function to be applied at any event.

3.3

Building Blocks and Libraries

A key advantage that aggregate programming inherits from managing computational fields functionally
(as distinct from other approaches in which this is done either by diffusion/aggregation rules embedded
into data items [26], or chemical-like rules embedded in “space” [37]) is that it intrinsically supports
compositionality. Out of many different algorithms one can express, it is possible to factor out common
behaviour into reusable functional components, all of which specify collective adaptive behaviour in
terms of field-to-field transformation. As in all standard functional languages, this methodology results
in the creation of complex APIs defining coherent layers of functions, where layers on top depend on
layers below, raising the abstraction layer incrementally from basic ingredients to realisations of entire
complex application services—see Figure 3 (top).
Most notably, experience with programming at the aggregate level and analysis of self-organisation
patterns as proposed in literature (see, e.g., [18]), suggest that the three basic mechanisms one needs in
order to ground complex applications include diffusion of information in the network as an advertisement mechanism, aggregation of distributed information as a sensing mechanism, and “evaporation” of
information as a refresh mechanism. These three mechanisms can be generally supported by building
blocks called G, C and T [5], whose operation is illustrated in Figure 2 and whose signatures are reported
in Figure 3. As outlined in [35], different implementations can exist for these building blocks, trading
smoothness and speed in different ways. More importantly, though, a whole set of library functions can
be built just on top of G, C and T, by composition of these functions with one another and local functions.
Figure 1 illustrates an example of the various sorts of APIs one can build, up to application services, e.g.,
used for large crowd management as described in [5].
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Figure 2: “Building block” operators for distributed services: information-spreading (G), information
aggregation (C), and time evolution (T), adapted from [5]
// Out of source, spread init value, following direction of metric, en-route applying accumulate
G(source,init,metric,accumulate)
// Gathers values of local down potential gradient, en-route accumulating and using null identity value
C(potential,accumulate,local,null)
// Locally apply decay function to initial value, until reaching floor value
T(initial,floor,decay)
Figure 3: Signatures of building blocks

4

Results on Resilience

Resilience may be generally defined as the ability to adapt to unexpected changes in working conditions.
It is a key property for collective adaptive systems to manifest, used to ensure that system goals can be
achieved even in spite of certain classes of change. Particularly important is the ability of a computing
framework to provide a high degree of inherent resilience. This means that the system specification
produced at design-time does not explicitly deal with planning or execution of adaptation; rather, it is
the underlying framework that is burdened with the goal of dynamically adapt to changes, autonomously
finding ways for the system goals to be automatically achieved. Aggregate computing is a framework
able to support inherent resiliency to a rather large set of changes, especially when coupled to specific
techniques to structure a system specification. Technical results on resilience in aggregate computing are
reviewed in this section.

4.1

Resilience to Occasional Disruption: Self-Stabilization

A typical resilience scenario is the one where a system is in good working condition until a certain
occasional event from the environment creates some disruption: at that point, we wish the system to
repair itself and eventually return to a good working condition. For computational fields, this notion
has been formalised in [15]. A field expression e is said to self-stabilise if there exists a time t such
that, if the environment (position and proximity of devices, and sensor fields) does not change in any
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t 0 > t, then eventually, at a time t 00 > t, the field resulting from e will no longer change either, i.e., it
reaches a self-stabilised state (a field snapshot stable over time). Additionally, this self-stabilised state
must be unique, depending solely on the stable state of the environment and on field expression e, and
not on the field snapshot at time t. Put in another way, self-stabilisation of a field expression e implies
that, given a stable state of the environment E, the resulting field necessarily eventually reaches a stable
snapshot φe,E which solely depends on e and E: φe,E can be considered as the result of computation of e
with “environmental condition” E. While the distance function given in the previous section enjoys this
property, other similar functions are subtly not self-stabilising, like the following gossip function which
keeps gossiping the minimum value of an input field across space and time [32]:
def gossipMin(field){
rep(infinity){
(v) => min(field, minHood( nbr{v}))
}
}
This is not self-stabilising because field evolution never recovers from a change in which the input field
(assuming it is taken from a sensor) temporarily flips to a very low value v at some event: even after the
value rises back again, v keeps being gossiped in the network.
We here refer to self-stabilisation as a notion of “resilience to occasional disruption” because the
above definition implies that in a situation of continuous changes in the environment, field evolution
keeps chasing a self-stabilised state, but will reach it only if there is enough time following the last
change. Hence, in a situation of continuous changes, self-stabilisation per se provides no guarantee of
resilience.
Self-stabilisation is undecidable in general, given that computational rounds are not even guaranteed
to terminate due to the universality of local computation. Thus, ensuring self-stabilisation is a matter
of isolating fragments of the calculus that produce only self-stabilising field expressions. This problem
has been addressed in [35], where the following technical results are provided: (i) building blocks G,
C and T are proved self-stabilising, and (ii) by generalising over them, a fragment of the field calculus
guaranteeing self-stabilisation is identified. Most notably, such a fragment is closed under functional
composition. As a result, any library or application built on top of G, C and T, and avoiding direct use
of rep (like those showed in Figure 1 and in [5]), is self-stabilising by construction.

4.2

Resilience to Device Distribution: Eventual Consistency

A weakness of the above property is that the result of computation, expressed as the stabilised field
snapshot, may be highly dependent on network shape. Even small perturbations to the position of a
device, to the proximity relation, or to the addition/removal of a device, can make the field stabilise to a
completely different result. This means that even general aspects like the overall density of devices in a
given portion of space can significantly affect the result of computation. A simple example is given by
the following hop-count distance measure, estimating distances only based on the number of hops to a
source:
def hopCountDistance(source){
rep(infinity){
(d) => mux(source, 0, minHood( nbr{d} + 1))
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There, doubling the density of devices while keeping a constant number of neighbours generally
results in an increase of hop-count distances. Since practically the actual location of devices in a pervasive environment can be not known a priori, and even occasional changes to distribution can be the
norm, one may want to introduce more specific forms of self-stabilisation, able to well tolerate changes
to device distribution. Put in another way, we seek a property such that a field expression e necessarily
eventually reaches a stable snapshot φe that depends on e, and is “mostly independent” to the shape of
the environment, especially at sufficiently high densities.
The work in [8] address this issue by a notion of eventual consistency, essentially stating that, in
addition to self-stabilisation, with the limit of event densities (devices and their work frequency) going to
infinity, the stabilised state of computation converges. This notion of convergence is given by interpreting
field snapshots as measurable functions over a continuous domain, and checking whether the Lebesgue
integral of the absolute difference between the field snapshot obtained with a given density and that at
infinite density actually converges to 0 as density goes to infinity. Though this notion does not measure
the extent to which a device distribution change affects the result of computation, it can give guarantee of
robustness to changes in the scale of the number of devices: at sufficient high densities, e.g. a disrupting
change like increasing by 1 the order of magnitude of device densities is not going to significantly
affect the shape of the stabilised field snapshot. So, one can easily expect that simpler changes like
addition/removal/relocation or one or more devices will likely be irrelevant to the overall computation.
Ensuring eventual consistency is harder than simple self-stabilisation, because of a boundary problem. Many computations involve discrete approximations of non-continuous built-in functions (like test
for equality between numbers) which tend to be very fragile to small changes in position (and distances)
of devices. In [8], GPI calculus is introduced as a fragment of field calculus (a fragment significantly
smaller than the one of self-stabilisation in [35]) which is based on two mechanisms. First, the only
allowed form of field evolution is with a “Gradient Path Integral” construct, essentially spreading information outward from a source s and returning at each device d the result of computing the integral of a
provided function across the shortest path connecting s with d. Examples of fields one can create with
this construct include distance measures, broadcasts, and obstacle forecasting, all possibly realised with
different kinds of metrics and combined arbitrarily. Second, expressions that can lead to fragile “boundary” values (due to use of non-continuous functions) are marked, such that values cannot differ over any
significant region of the field.

4.3

Resilience to Ongoing Perturbations: Controlling Dynamical Performance

What kind of resiliency support can we provide in the case of ongoing perturbations of the environment? There, it is not sufficient simply to know that a system self-stabilises, but it is very important
how self-stabilisation is reached. Depending on the application context, we might simply seek fast selfstabilisation, while in other cases we can tolerate slow self-stabilisation provided there is smoothness,
i.e., field evolution never shifts to snapshots that are too distant from the actual result of self-stabilisation
once reached. While fast self-stabilisation can be useful with frequent, though non-continuous changes,
smooth self-stabilisation may be needed with continuous changes, as in the case of many mobile networks. Two contributions have been provided in the direction of better controlling field dynamics, so
far.
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First, in [35] an engineering methodology is presented in which G, C and T are selectively replaced
with alternative and more specialized implementations that can better trade off speed with adaptiveness
in certain contexts of usage. For instance, the approach in [1] can be used to compute distances instead
of by the standard implementation of G, especially when direction of movement to the source is more
important than actual estimation of distance, while a multi-path collection of information can be used
instead of C’s single path one when reactivity to network changes is more important than reactivity to
changes in the collected data.
Second, in [32] a technique is proposed to turn gossiping into a self-stabilising process by means
of running multiple replicas of gossiping in parallel at staggered times. If the proper duration of such
replicas can be statically estimated, replicated gossip provides a much more controlled evolution of
dynamics. As suggested in next section, this approach might be evaluated as a general meta-technique to
improve speed and smoothness of self-stabilisation.

5

Roadmap of Foundational Problems

The results reviewed so far represent important progress in methods for the engineering of collective
adaptive systems. Many foundational questions remain to be addressed, however, and resolving these
questions will both broaden the applicability of aggregate computing and improve the guarantees of
resilience and performance that can be made. We now present our view on the critical foundational
problems still to be addressed, organising the current key open foundational problems into four thematic
groups: universality, static properties, dynamic properties, and workflow constructs.

5.1

Universality

The notion of computational universality has long been well-developed both for individual devices and
for networks of devices. In this sense, there is a trivial sense in which aggregate computing can be readily
shown as being universal, through the computational universality of the individual devices in the aggregate. At the aggregate level, however, studying universality helps reasoning in terms of expressiveness,
allowing one to understand whether a given choice of language constructs is sufficient to express all
required behaviour, and to assess comparison between different languages.
• Discrete notion of universality. A first notion of universality can be achieved by looking at which
kinds of computations one can achieve on a given domain (defined as a finite set of events as of
Section 3). Reasonable hypotheses there are that each device can compute with universal Turing
power, and that inputs come from values in the local context (sensors and neighbour events).
• Continuous notion of universality. The work in [7, 2] suggests a different notion of universality,
that focusses instead on the ability of field computations to generate fields defined over continuous
space and time. Similar hypotheses here are that such fields can be locally effectively computed,
and that information at an event ε can solely depend on information from the cone of past events
from which ε is reachable considering a certain maximum velocity of information. With this notion, field calculus is argued to be universal in [7]. Considering less specific versions of universality
is a key future work.
• Consistency between notions universality. Clearly, many notions of universality can be defined,
and hence it will be key to compare and connect them. The work in [35] already connects discrete
and continuous domains for defining the notion of eventual consistency, which can inspire the
definition of a unified notion capturing both discrete and continuous domains.
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• Mobile devices. The notions of continuous computation presented in [7, 2] address only stationary
devices, while in many real-world systems the devices either move themselves or are moved by
external forces (e.g., a personal device carried by its owner). Consistency between continuous
and discrete computational models needs to extend to these cases, as well as accounting for the
qualitatively different behavior between tightly packed (“solid”), loosely packed (“liquid”), and
sparse (“gas”) distributions of mobile devices.

5.2

Static Properties

A key advantage of aggregate computing compared to other approached for designing self-organising
systems is its ability to compositionally and declaratively express complex behaviour. Its functional
nature, in particular, allows one to readily reason formally on the expected behaviour of a program.
Many interesting results have already emerged in the area of “static properties,” namely, properties of
the result of computation, neglecting transitory aspects that concern dynamics of evolution, but there are
important areas for which these should be further extended.
• Fragments of resilient behaviour. As described in previous section, in [35] a fragment of selfstabilising field expressions has been identified by generalisation of building blocks G, C and T
into specific usage patterns for rep construct. Such patterns require to inspect whether certain subexpressions enjoy properties of monotonicity, boundedness, progressiveness and so on. The work
in [15] shows how automatically proving such properties in practice is not very easy. Important
future work here is to find a larger fragment, with patterns easier to automatically check.
• Beyond existing building blocks. A reason for the current limited extent of the fragment of selfstabilising expressions is due to the fact that it originated from G, C and T, which were identified
as reusable blocks even before the self-stabilisation property was established. These three building
blocks allow one to functional compose operations of collection and spreading of information,
along with functions taking into account timing mechanisms. Although quite expressive, these do
not cover all of the useful patterns of self-stabilising algorithms. Identifying new building blocks
is key to enlarge the set of resilient aggregate behaviours one can engineer. Areas of future work
in this context include but are not limited to graph-based algorithms, adaptive leader election,
clustering of data, flocking, and so on.
• Model-checking and other formal methods. Recently, formal models are increasingly investgated
to predict quantitative and qualitative properties of collective adaptive systems. To trade off verification time with accuracy, statistical model-checking [24] is often used instead of classical modelchecking in addition to standard simulation, though it only partially alleviates the scalability problem. Recently, fluid flow and mean-field approximations have been proposed to turn large-scale
computational systems into systems of differential equations that one could solve analytically or
use to derive an evaluation of system behaviour [23, 12]. We believe that research on aggregate
computing can aim at going beyond existing uses of such techniques, more directly addressing
space-time considerations and relationship with countinuous notions of computational fields.

5.3

Dynamic Properties

As discussed in Section 4, the framework of self-stabilisation, though rather expressive, does not address
a number of issues of high practical impact, including performance issues as well as quantitative considerations related to transitory errors in the expected behaviour. Though rather difficult to address in
general, study of dynamic properties is a key ingredient for future research on aggregate computing.
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• Characterisation of resilience. We believe that a first step towards a more clear understanding of
the problem is to analyse the full spectrum of resilience, so as to identify what kind of changes an
aggregate system should aim at adapting to, and the extent to which this is done in a proper and
satisfactory way.
• Speed and smoothness of self-stabilisation and eventual-consistency. Even when considering selfstabilisation, we find it key to identify formal means by which one can check, control, and then
enact, various levels of speed to self-stabilisation, or of smoothness, defined as the ability of evolving towards a stable state along a trajectory guaranteeing good intermediate results. Key issues in
this context include finding building block implementations for which extensive empirical analysis
can be conducted to study dynamic properties, and addressing the more general problem of how
properties of dynamics of certain components are preserved (or at least bounded) by composition.
• Meta-algorithms for resiliency of dynamics. Of great interest are those techniques that can be applied to a large class of aggregate computations that can improve their resilience, either in terms of
turning non-self-stabilising computations into self-stabilising ones, speeding up self-stabilisation,
or generally smoothing behaviour. Replicated instances, as initially studied in [32], are an example of such a technique, which has to be more systematically studied to identify applicability,
methodologies for tuning parameters, and extensions to advance flexibility.

5.4

Workflow Constructs

The functional paradigm adopted by aggregate computing promotes a clear design of the interface of
pieces of collective adaptive behaviour, paving the way towards composition, reuse, and substitutability.
On the other hand, simple composition may itself be quickly found too limited in expressive complex
interactions between modules. More generally, thinking about aggregate computations in terms of workflow (e.g., sequencing of processes) will be important for dealing with a number of complex real-world
applications.
• From fields to processes. How might we deal with a multiset of interacting processes, as typically
considered in process calculi, in the context of aggregate computing? Answering this question is
key for a number of important results to be achieved, particularly for defining execution platforms
for ecosystems of pervasive computing services. Possibly, this can be addressed by new constructs
for the field calculus, capturing parallel composition, interleaved execution, and forms of aggregate
interaction. The alignedMap mechanism exploit in [32] is an initial attempt in that direction.
• Workflow constructs. As a notion of process is correctly identified and supported by the field
calculus, new building blocks will be needed to expressively compose such processes. It will be
needed to clearly identify the distributed starts and ends of a process, so as to support process
sequencing, join, fork and similar workflow constructs. Likewise, virtual-machine aspects like
handling of exceptions and garbage collection need to be supported in order to provide a full
framework for executing complex processes at the aggregate level.

6

Conclusions

Aggregate programming is an emerging approach to the engineering of collective adaptive systems. The
layered approach advocated by aggregate computing rests on the core computational model of field-based
programming embodied in field calculus. Resilience is then provided by restriction to building blocks
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that both provide desired resilience properties and that preserve these properties when composed with
one another: to date, self-stabilization provides resilience to occasional disruptions, eventual consistency
provides resilience to distribution of devices, and substitutability can be used to improve the dynamical
performance of systems.
Looking toward the future, we have presented a roadmap organising the key foundational problems for advancing aggregate computing. Beyond this roadmap, there are also a number of pragmatic
challenges to address, such as: improvement of aggregate programming software tools and language implementations; characterisation and optimisation of costs in computation, communication, energy consumption, and the like; extension of the libraries and APIs; and development of additional tools and
other aspects of the engineering ecosystem. Finally, ongoing work on applications will both realise the
value of these approaches into real engineered systems as well as presenting challenges that we expect
to feedback into foundational and practical investigation.
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Trust and reputation models for distributed, collaborative systems have been studied and applied in
several domains, in order to stimulate cooperation while preventing selfish and malicious behaviors.
Nonetheless, such models have received less attention in the process of specifying and analyzing
formally the functionalities of the systems mentioned above. The objective of this paper is to define
a process algebraic framework for the modeling of systems that use (i) trust and reputation to govern the interactions among nodes, and (ii) communication models characterized by a high level of
adaptiveness and flexibility. Hence, we propose a formalism for verifying, through model checking
techniques, the robustness of these systems with respect to the typical attacks conducted against webs
of trust.

1

Introduction

Trust and reputation management systems [13] can improve the reliability of the interactions and the
attitude to cooperation for several types of collaborative systems, in various different domains, such as
participatory sensing systems, wireless sensor networks, peer-to-peer services, mobile ad-hoc networks,
user-centric networks, supply networks, and, last but not least, collective adaptive systems. Typically, the
models proposed for these systems rely on distributed notions of trust and reputation. More precisely,
trust management is distributed over all the nodes, which may collaborate with each others in order to
exchange and aggregate personal opinions, calculate trust scores of target nodes, and disseminate such
values [24, 28, 8, 21]. For instance, trustworthy sensor networks base their ability to collectively process
sensed data on decentralized reputation systems [9, 29, 11, 26, 22]. Nodes monitoring the behavior of
neighbor nodes in the network maintain reputation for such nodes. Hence, collaboration among nodes
with high reputation can be strengthened while malicious nodes are excluded from the community, thus
favoring activities like, e.g., intrusion detection, participatory sensing, and many more.
A web of trust can be established according to a geographical notion of group of nodes, as in crowdsourcing and sensor networks [9], or by following community based models, as in social networks and
P2P environments [30]. Trust derives from local, direct observations, e.g., through watchdog mechanisms, quantitatively represented by scores assigned to rate the result of interactions, and from second
hand information, represented by recommendations provided to a node by the other nodes of its web of
trust. All these values are combined by the specific trust system to derive, e.g., a computational notion
of trust, which is then used as a belief level to predict either statistically or deterministically the future
behavior of the various network members.
Example 1.1 In several trust models [5, 23, 30], the trust value of peer A towards peer C through peer B
is expressed by a formula of the form:
1 − (1 − tBC )tAB
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where tIJ is the trust from I to J. Hence, tBC plays the role of a recommendation given to A, which is
weighted by the direct trust from A to B. Inspired by this model, in [30] a notion of club is used to
aggregate multiple self-organizing peers with common needs/features in order to improve the efficiency
of service discovery/delivery in peer-to-peer collaborative networks. Each club includes a special node,
called CDSR, with management tasks. Then, trust is generalized to express relations among clubs. For
instance, the trust from club X to club Y , reporting the result of direct experiences among peers belonging
to the two clubs, depends on the amount of positive experiences p and negative experiences n observed
by peers in X when interacting with peers in Y :

1 − λ p−n if p > n
tXY (p, n) =
(1)
0
otherwise
where the configuration parameter λ is the probability of reliability with a single interaction. Instead,
the reputation of peer K ∈ Y as perceived by the other peers of Y is non-zero only if all the interactions
of such peers with K are positive and depends on the amount p of these direct experiences:
tY K = 1 − λ p .

(2)

By combining these trust values, we obtain the trust of any peer in club X towards peer K belonging
to another club Y :
tXK = 1 − (1 − tY K )tXY .

Example 1.2 In reputation-based sensor networks [9, 18], the local, direct trust from node I to node J
is maintained by using a watchdog mechanism in I reporting the result of each direct experience with J.
Such a feedback, which may consist of scores or, more simply, the amount of good behaviors and of misbehaviors observed, is then used to parameterize a trust formula relying on a standard Bayesian approach.
The calculated trust value thus represents the expectation estimating the belief level that one node has on
another node for a specific action. Second hand information can be asked from neighbor nodes, in the
form of recommended trust values reported by such nodes and scaled by a factor proportional to the trust
towards such recommending nodes.
Example 1.3 EigenTrust [14] is a trust system originally proposed for P2P file sharing systems. Peers
rate with value 1 (resp., −1) each satisfactory (resp., unsatisfactory) interaction. The local trust si j from
i to j is computed by summing up the scores of the individual transactions conducted by peer i with
peer j. Then, si j is normalized with respect to ∑ j si j in such a way to obtain a trust value ci j between 0
and 1, with ∑J cIJ = 1. These trust values are then aggregated to form a distributed notion of reputation.
The principle behind the computation of the global trust ti j from i to j is to combine the opinions of i’s
neighbors, as follows:
∑ cik ck j
k

In matrix notation, given C the matrix [ci j ] of all the trust values and ci the vector containing the values
ci j , then the vector ti of the values ti j is computed as CT · ci . Such a mechanism can be iterated by
aggregating the opinions of communities in cascade, i.e., by computing (CT )n · ci . For n large enough,
the result converges to the same trust vector for every peer i in the network, which thus represents the
vector of global trust values.
In PeerTrust [27], developed for distributed systems, trust towards a peer i depends on the amount of
known interactions between i and other peers, the known feedback reported by such peers, the credibility
of such peers, and an adaptive community context factor for peer i. In turn, credibility of a peer j from
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the viewpoint of a peer k depends on the recommendations about j provided by peers that previously
interacted with both k and j.
In all these examples, the trust-based selection is based on the rule ti j ≥ thi , where the trust threshold
value thi may depend on several factors influencing i, such as the dispositional trust of i, which represents
the initial willingness of the peer i to cooperate with unknown peers.
Systems such as those mentioned above are typically verified through simulation [15, 9, 30, 14] or
game theory [19], possibly leading to results validating the trust model against attacks like, e.g.:
• bad mouthing: negative feedback reported by an adversary about the behavior of a trusted agent;
• ballot stuffing: positive feedback reported by an adversary about the behavior of a malicious agent;
• collusion: attack conducted by multiple adversaries which act together with the aim of damaging
a honest agent;
• on-off: attack conducted by an adversary alternating between normal behaviors and misbehaviors.
• sybil: attack conducted by an adversary generating multiple identities with the aim of flooding the
system with fake information or misbehaviors.
• white-washing: attack conducted by a misbehaving adversary who leaves the system whenever her
reputation is compromised and then rejoins it using a different identity.
However, the lack of formal validation can be seen as a weakness, especially in such a complex framework in which attacks and countermeasures depend on the flexibility and on the dynamic behavior of the
web of trust [29, 20]. Classical verification techniques, like model checking, have demonstrated their
adequacy in the validation process of systems with respect to properties like safety, reliability, security,
and performance. On the other hand, they have not received the same attention in the setting of trust and
reputation (see, e.g., [1] and the references therein). To cite few representative examples in the setting of
model checking based analysis, Reith et al. [25] verify delegation mechanisms in access control, which
can be viewed as a form of trust management, while He et al. [12] apply the same approach to the verification of chains of trust. Finally, in [3, 16] the PRISM model checker is used to estimate the tradeoff
between trust-based incentives and remuneration-based incentives in cooperative user-centric networks.
In this paper, which is inspired by [1], we present a process algebraic framework for the modeling
and, therefore, analysis of trust-based adaptive systems. With respect to [1], the proposed framework
offers different ways of modeling trust and trust-based choices, and introduces mobility and collaboration
aspects affecting the establishment and management of dynamic and adaptive webs of trust. To this aim,
a notion of environment is modeled explicitly that guides the communication and, as a consequence,
the trust relationships, among dynamic agents. Historically, starting with the Ambient Calculus [7], and
until the most recent proposals [6, 17], several process calculi have been defined that represent mobile
computation with a notion of environment. With respect to such proposals, the contribution of this paper
is a dynamic communication model relying on trust relationships.
The rest of the paper is organized as follows. In Section 2, we present the formal framework for the
description of an agent-based network of trust. We first define a basic calculus of sequential processes
and then we show how to model communications based on trust relations. Then, in Section 3 we show the
adequacy of such a framework by presenting two real-world examples. In Section 4, we briefly discuss
how to model check trust-based properties and, finally, in Section 5 we comment on future directions for
the proposed approach.
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2

Modeling an agent-based web of trust

All the examples shown in the previous section emphasize that the ingredients needed to feed a trust
model for distributed, adaptive systems are:
1. the set of direct experiences affecting a local notion of trust. A direct experience is expressed
quantitatively by a positive/negative score assigned to evaluate an interaction.
2. the set of groups of agents collaborating, e.g., through the exchange of recommendations, in order
to calculate a global notion of trust. It is worth observing that the composition of such groups may
be characterized by high levels of flexibility.
It is worth observing that in the following we abstract from the way in which the basic parameters
concerned with local and global notions of trust are combined to compute opinions governing the decision making process, which is a task specific of the trust model adopted. Instead, we concentrate on
the specification of the behavior of agents and on the establishment of their networks of trust. For this
purpose, as we will see, in the semantics of our formal specification language we have rules describing
(i) how the basic parameters needed by the trust system are calculated and maintained, and (ii) how the
results computed by the trust system, i.e., the tIJ values, are then used to govern the trust-based interactions. All the machinery taking in input the basic parameters mentioned above and returning as output
the trust values is hidden and left to the specification of the trust model.
Moreover, to simplify the presentation, unless differently specified we restrict our consideration to
systems in which one type of service is provided within the network. In order to generalize, it is sufficient
to replicate as many instances of the trust infrastructure as the number of different services modeled in
the system, because trust-based beliefs are specific to the required service.

2.1

Basic Calculus

We denote with Name the set of visible action names, ranged over by a, b, . . ., and we assume that
Name = Nameo ∪ Namei , where Nameo and Namei are disjoint and represent the sets of output actions
and input actions, respectively. The fresh name τ is used to represent invisible, internal actions. We also
use α, . . . to express visible and internal actions.
The set of terms of the basic calculus for sequential processes is generated through the following
syntax:
P ::= 0 | α . P | P + P | B

where we have the constant 0 denoting the inactive process, the classical algebraic operators for prefix
and nondeterministic choice, and a constant based mechanism for expressing recursive processes. As
usual, we consider only guarded and closed process terms.
Then, the semantics of process terms is expressed in terms of labeled transition systems.

Definition 2.1 A labeled transition system (LTS) is a tuple (Q, q0 , L, R), where Q is a finite set of states
(with q0 the initial one), L is a finite set of labels, and R ⊆ Q × L × Q is a finitely-branching transition
relation.
l

In the following, (q, l, q0 ) ∈ R is denoted by q −−→ q0 . Then, the behavior of process term P is defined
formally by the smallest LTS (Q, q0 , L, R) such that Q is the set of process terms of our basic calculus
(with P representing the initial state q0 ), L = {τ} ∪ Name, and the transitions in R are obtained through
the application of the operational semantics rules of Table 1. The semantics of process term P is denoted
by [[P]].

A. Aldini

23

Table 1: Semantics rules of the basic calculus.
α

α . P −−→ P

prefix

α

choice

P2 −−→ P20

P1 + P2 −−→ P10

P1 + P2 −−→ P20

α

recursion

2.2

α

P1 −−→ P10

def

B=P

α

α

P −−→ P0
α

B −−→ P0

Interacting agents

When passing to concurrent processes, we deal with process term instances, called agents, which represent elements exhibiting the behavior associated to a given process term. This separation of concerns
between the definition of agents and of their behavioral pattern is inspired by process algebraic architectural description languages (see, e.g., [2] and the references therein). The kernel of the semantics of an
agent I belonging to the behavioral pattern defined by process term P is obtained from P by replacing
each action α of P with I.α. Hence, the semantics [[I]] of agent I derives from [[P]] in the same way. Then,
we say that I is of type P, denoted I : P, and with the notation I.B we express that the local behavior of
I is given by the process term identified by the constant B. In the following, S denotes a finite set of
agents {Ii : Pi | 1 ≤ i ≤ n} such that each agent name Ii is unique.
For notational convenience, from now on, P, P0 . . . represent the kernel of the semantics of agents,
I.α

hence P −−→ P0 denotes a transition performed by agent I from its current local state represented by
process term P to the new local state represented by process term P0 . Given a set S of agents forming
a system, a vector of processes expressing the local state of each agent in S represents the global state
of the system, ranged over by P, P 0 , . . . . Moreover, P[P0 /P] represents the substitution of P with P0 in
P. Such a notation is not ambiguous as P, P0 express the kernel of the semantics of a uniquely identified
agent in S .
As we will see, the interacting semantics of S is given by the parallel composition of its constituting
agents, the interactions among which are regulated by communication rules that depend on community
membership and trust information. In particular, the communication model is based on the following
structures:
• A synchronization set S ⊆ Nameo × Namei , containing pairs of actions denoted syntactically by
a × b. Action a represents the output, governing counterpart of the synchronous communication,
while action b denotes the input, reacting counterpart. Hence, we assume that synchronous communication is asymmetric, in the sense that one of the two agents involved governs it while the
other one reacts.
• A set of groups of agents (also said set of communities) G ⊆ 2S , such that each group represents
a set of agents that can communicate directly with each other and can share trust opinions. As
we will see, synchronous communication is possible only within the same group, while group
membership is dynamic.
• A multiset of trust opinions E with support set of type (S , T ∪ {?})S , where T is a totally ordered
trust domain. Element (J, v)I expresses that after a communication between I and J, agent I has
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rated the interaction by assigning the score v (the special symbol ? means that an occurred interaction has not been rated yet). We observe that E is a multiset, as agent I may be involved in several
different interactions with agent J, and some of them could be rated with the same score. As we
will see, trust opinions feed the trust system in order to compute the trust values tIJ , which in turn
govern potential synchronous communications from I to J.
Intuitively, a trust adaptive system is a set of interacting agents obeying the communication model
described above. Therefore, formally, a trust adaptive system is a tuple made of a set of agents S ,
a synchronization set S, a dynamic set of communities G , and a dynamic multiset of trust opinions
E (another parameter, i.e., the trust model, is implicit). The evolution of a trust adaptive system is
described by the semantics rules of Table 2, which formalize the parallel composition of the agents
forming the system. More precisely, these rules define the moves (deriving from autonomous actions and
synchronous communications) from configurations to configurations, where a configuration is defined by
the global state of the system, the synchronization set, the current set of interacting communities, and the
current multiset of trust opinions. Let us explain intuitively such rules.
Table 2: Semantics rules for parallel composition.

P∈P

I.τ

I.τ

P −−→ P0

(P, S, G , E ) −−→ (P[P0 /P], S, G , E )
P∈P
I.τ

I.ent(G)

P −−→ P0

G∈G

(P, S, G , E ) −−→ (P[P0 /P], S, G [G ∪ {I}/G], E )
P∈P

G ∈ G ∧I ∈ G

I.τ

I.esc(G)

P −−→ P0

(P, S, G , E ) −−→ (P[P0 /P], S, G [G\{I}/G], E )
P1 , P2 ∈ P, P1 6= P2

a×b ∈ S

I.a

I.a×J.b

J.b

P1 −−→ P10

G ∈ G ∧ I, J ∈ G

P2 −−→ P20

a ∈ H ∧ tIJ ≥ thI

(P, S, G , E ) −−→ (P[P10 /P1 , P20 /P2 ], S, G , E ∪ {|(J, ?)I |} ∪ {|(I, ?)J |})
P1 , P2 ∈ P, P1 6= P2

a×b ∈ S

G ∈ G ∧ I, J ∈ G

I.a×J.b

I.a

J.b

P1 −−→ P10

P2 −−→ P20

a ∈ L ∧ tIJ < thI

(P, S, G , E ) −−→ (P[P10 /P1 , P20 /P2 ], S, G , E ∪ {|(J, ?)I |} ∪ {|(I, ?)J |})
P1 , P2 ∈ P, P1 6= P2

a×b ∈ S

G ∈ G ∧ I, J ∈ G
I.a×J.b

I.a

P1 −−→ P10

J.b

P2 −−→ P20

a 6∈ {H ∪ L}

(P, S, G , E ) −−→ (P[P10 /P1 , P20 /P2 ], S, G , E )
P∈P

G ∈ G ∧ I, J ∈ G
I.τ

(J, ?)I ∈ E

I.obs(v)

P −−→ P0

(P, S, G , E ) −−→ (P[P0 /P], S, G , E \{|(J, ?)I |} ] {|(J, v)I |})
The first rule refers to the internal action τ, which is performed autonomously by each agent. Then,
we have two additional, internal actions that can be performed autonomously by each agent, which we
add to the syntax of the basic calculus:
ent(G) | esc(G)
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where G ∈ G . Such actions concern the membership to communities. In particular, action ent(G) allows
an agent to join the group G of agents (notice that G is replaced by G ∪ {I}, where I is the agent joining
the group). Action esc(G) allows an agent to leave the group G of agents (notice that G is replaced by
G\{I}, where I is the agent leaving the group). We point out that groups are used to dynamically confine
the sets of agents that can interact directly through synchronous communication and within which trust
based information can be shared. Hence, such sets represent the communities referenced by an agent in
a given instant of time in order to obtain trust recommendations.
The following three rules formalize the trust-based synchronous communication between two different agents. Based on the communication model previously described, an interaction from I, offering
output a, to J, reacting with input b, is possible if two conditions hold:
• a × b belongs to the synchronization set S;

• there exists a community of which both I and J are members.

Moreover, the communication from I to J may depend on the trust of I towards J. Inspired by the
noninterference approach to information flow analysis [10], all the actions involved in trust-based communications are classified into two disjoint sets, H and L, denoting high-level and low-level actions, such
that:
• (H ∪ L) ⊆ Name;

• for each a × b ∈ S it holds that a ∈ H if and only if b ∈ H and a ∈ L if and only if b ∈ L.

If agent I offers output a ∈ H, then the potential reacting counterpart must satisfy the trust-based selection
policy based on the trust threshold thI . A typical high-level action is the service request sent by an agent
I to another agent J, which is chosen as a trusted partner. Notice that since the communication model is
asymmetric, then the trust-based condition is applied only by the agent offering the output action, which
governs the interaction. On the contrary, if agent I offers output a ∈ L, then an interaction through a
is possible only if the trust-based selection policy based on the trust threshold thI is not satisfied by the
counterpart. A typical low-level action is the denial of service delivery that is sent by an agent I to another
agent J, who previously sent a service request to I that cannot be accepted as J is not trusted enough by
I. If a 6∈ {H ∪ L}, then every interaction involving a does not rely on trust-based requirements. The
trust-based selection policy enabling a trusted interaction from I to J is tIJ ≥ thI , where tIJ is the trust of
I towards J as estimated by the trust model, which relies on the set of basic parameters collected during
the system execution. Hence, its calculation strictly depends on the chosen trust model and does not
affect the definition of the semantics for interacting processes. As discussed, tIJ may be based on several
different methods [14, 31, 30], an example of which will be given in the following. Whenever a trustbased communication occurs, then a feedback, in the form of a score v, could be provided by each of the
two parties to rate the level of satisfaction in the interaction with the other party. To keep track of such
a possibility, terms (J, ?)I and (I, ?)J are added to the set E of local opinions. The former denotes that
I can rate an interaction with J, and vice versa for the latter. This evaluation may occur later on during
system execution. Hence, to report the feedback, we add to the syntax of the basic calculus the special
internal action obs(v), where v ∈ T, which allows the agent executing it to rate a trust-based interaction
previously conducted with a known agent, see the last semantic rule. Notice that the effect of such an
action is to replace the symbol ? in (J, ?)I with the score v.
Well-formedness. The placeholder (J, ?)I is added to the multiset E through the union operator ∪ 1 .
As a consequence, it can occur in E with multiplicity 1 at most. A score assigned to an interaction
1 Multiset

union is defined as the multiset such that each element has the maximal multiplicity it has in either multisets.
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between I and J refers to the last of the unrated interactions among them. If other, older, unrated interactions among them exist, they lose the possibility to be rated. In this way, we can model the situation
in which no feedback is reported, either because it is not needed or when the user is not stimulated to
provide trust rates. Whenever the placeholder (J, ?)I is removed, an element of the form (J, v)I is added
to E through the multiset sum operator ] 2 , meaning that such an element may occur in E with multiplicity greater than 1. Notice that, if two different placeholders (J, ?)I and (J 0 , ?)I occur in E , then the
execution of transition I.obs(v) assigns score v either to J or to J 0 , nondeterministically. Such a situation
is avoided if the feedback is reported before the execution of a new interaction with another agent, as
typical in most trust-based systems, in which case we say that the system is well-defined.
As far as the feedback mechanism is concerned, the last rule of the semantics expresses the correct
behavior of an agent rating a real interaction, as expected by any trust system. However, such an assumption is a limitation with respect to the modeling of malicious behaviors, which would require an improper
use of the action obs. With the aim of modeling fake trust reports and, therefore, false recommendations,
we add a new special internal action and the following rule for pushing fictitious opinions:
P∈P

G ∈ G ∧ I, J ∈ G
I.τ

I.fake obs(J,v)

P −−−−−−−−−−−
−→ P0

(P, S, G , E ) −−→ (P[P0 /P], S, G , E ] {|(J, v)I |})
which allows any agent to rate the other agents of the community without any restriction. Going back to
the list of attacks discussed in Section 1, we observe that they can be modeled by using actions obs(v)
and fake obs(J, v). Moreover, the adaptive community-based communication policy is useful to model
sybil and white-washing attacks.
The formal semantics of interacting agents is expressed in terms of an extension of LTSs.
Definition 2.2 Given a set of trust predicates TP and a set of names N, a trust labeled transition system
(TLTS) is a tuple (Q, q0 , L, R, T ) where:
• (Q, q0 , L, R) is a LTS.

• T : Q → 2TP × 2N is a labeling function.

In our framework, TP is of the same type as E , while N is the set of agent names. Then, the semantics
of a trust adaptive system described by the tuple (S , S, G , E ), where S contains agents Ii , 1 ≤ i ≤ n, S is
the synchronization set, G is the initial set of communities, and E is the initial multiset of trust opinions,
is the smallest TLTS satisfying the following conditions:
• Each global state q ∈ Q is a n-length vector of process terms modeling the local behavior of the
agents Ii , 1 ≤ i ≤ n, such that the initial global state q0 is associated to the vector modeling the
initial local state of each agent.
• L = {I.τ | I ∈ S } ∪ {I.a × J.b | I, J ∈ S ∧ a × b ∈ S}.

• The transitions in R and the labelings of T are obtained through the application of the operational
semantics rules of Table 2, with the labels of q0 determined by G and E .
Typically, E = 0/ in q0 . The assumption concerning the emptiness of E in the initial state can be changed
according to the trust model. In some case (see, e.g., [14]), in fact, a priori estimations of trust are
assigned to agents that are known to be trustworthy in a community, e.g., as they are among the founders
of the community. Hence, pre-trusted agents can be modeled by setting adequately E in the initial state.
2 Multiset

sum is defined as the multiset such that each element has the sum of the multiplicities it has in both multisets.
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Two examples

In this section, we sketch the formal modeling of two real-world systems using the trust models of [30]
and [14], in which local trust deriving from direct experiences is calculated by counting the number of
positive and negative experiences. Hence, it is sufficient to assume that the feedback reported through
action obs is either 1 or −1, respectively, thus implying T = Z.
First, let us consider a system using the trust model proposed in [30]. In the following, we illustrate
the main aspects related to the computation of the trust value tIJ without going into the details of the
algebraic specifications expressing the agents behavior. The system includes behavioral patterns for the
following categories: nodes consuming services (type Cons), nodes delivering services (type Prod), and
nodes governing clubs (type CDSR). Each club is defined as a group including one agent of type CDSR,
some consumer, and several producers offering the service that characterizes the club. For instance, given
two fixed clubs G1 and G2 , the process term Cons could be defined as follows (the summation symbol ∑
is used to generalize the choice operator):
def

Cons = ∑i∈{1,2} τ.send requesti .(
∑{ j∈Gi } receive serviceij .(obs(1).Cons + obs(−1).Cons) + receive denialij .obs(−1).Cons)
where output send requesti ∈ H, input receive serviceij ∈ H, and input receive denialij ∈ L. We assume
that the synchronization set enables a communication through send requesti and a corresponding input,
say receive requesti , which is offered by every producer j belonging to Gi . Notice that the choice of
the specific producer j is nondeterministic among the agents trusted by the consumer, which proposes
the request to all the agents of group Gi . Such an interaction is not rated by the consumer. Afterwards,
through adequate synchronizations between the consumer and the responding producer, either the consumer receives the service, and then rates the interaction nondeterministically, or the producer refuses
the request, and in such a case the consumer rates negatively the failure. The choice between the two
events is deterministic and based on the trust of the chosen producer towards the consumer. We point out
that the feedback, reported through action obs, is assigned to the unique producer interacting with the
consumer in a fully transparent way by virtue of the semantics rules of Table 2.
All the interactions governed by trust are based on the following encoding of the trust model of [30].
Given agent k in the club Y , Equation 2 is estimated by setting parameters p and n as follows:
p=

∑

mul((k, 1) j )

j∈Y, j6=k

where mul(e) denotes the multiplicity of term e in E . The estimation of parameter n is analogous by
replacing 1 with −1 in the definition above. On the other hand, given clubs X and Y , Equation 1 is
estimated as follows:
p = ∑ mul(( j, 1)i )
i∈X, j∈Y

and similarly in the case of parameter n. Given such a model, any trust-based communication enabled in a
global state q of the TLTS representing the current system behavior, depends on the labeling T (q). Notice
that, in order to allow agents of different clubs to interact directly, the system includes ad-hoc groups of
the form {i, j} enabling the communication between i and j. On the other hand, the communication is
allowed (or not), depending on the trust ti j computed as shown above.
As another example, let us consider the encoding of EigenTrust [14] in our framework. First, observe
that the local trust from I to J is given by sIJ = mul((J, 1)I )−mul((J, −1)I ). Then, cIJ is obtained through
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{I,J}

the normalization function defined in [14]. Hence, the formula used to compute tIJ is trustIJ
trustSIJ = cIJ +

4

∑

∑

G s.t. I∈G K∈G,K6∈S

{K} ∪ S

cIK · trustKJ

, where:

.

Model checking trust properties

The formal framework proposed in this paper can be used as a basis for the verification of distributed
trust systems. For this purpose, in [1], a model checking based approach is defined that relies on a trust
temporal logic, called TTL, which is defined for the verification of TLTS-like models and, e.g., can be
mapped to the logic UCTL [4]. Here, we specify the atomic statements of such a logic, which depend on
the representation of trust information in our calculus, while the logical and temporal operators can be
found in [1]. Similarly as for other logics merging action/state based predicates, atomic formulas include
actions labeling TLTS transitions and state-based trust predicates:
ı|w≥k
where the domain of variable ı is the labels set L of the TLTS, k ∈ T, and w is a trust variable, which can
be equal to:
• tIJ , i.e., the trust of I towards J as computed by the trust system;

• tf IJ = f {|v | (J, v)I ∈ E |}, where function f : 2T → T is taken from a set TF of associative and
commutative functions, like, e.g., sum, min, and count, provided that T = Z.
Therefore, an atomic statement is a predicate about either the trust between two agents as computed by
the trust system, or the set of local, direct experiences between them. In this framework, trust temporal
properties can be modeled and verified, like, e.g., “Can n malicious agents provide false feedback in
order to compromise the reputation of a honest agent?”, or “Can an agent trust another agent without
sufficient, positive, direct observations?”, thus making it possible the validation of a system against the
attacks mentioned in Section 1.

5

Conclusion and future work

The formal modeling approach proposed in this paper joins the specification of distributed systems relying on an adaptive and flexible communication model with the specification of the trust model governing
the interactions among concurrent processes. These two modeling frameworks are defined separately, as
the mutual interaction between them is managed transparently at the level of the semantics of parallel
composition.
As work in progress, we mention that the multiset of trust values storing the feedback about direct
interactions can be enriched with additional information, such as, e.g., the age of each feedback. This
can be done in order to weight the contribution of an experience depending on the time elapsed from the
related interaction.
The information expressed by the trust infrastructure is employed to make the model quantitative,
in a sense, without adding numbers to the behavioral specification of the agents. Such quantitative
information can be used to solve nondeterminism in several different ways. For instance, the possibilistic
choice among alternative trust-based communications from agent i to a set of trusted agents X can be
made either probabilistic, by using as weights the trust of i towards each agent j in X, or prioritized, by
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using the same trust values, or else a combination of the two policies can be applied. Details about the
extension of the TLTS model that is obtained in such a way, which encompasses both nondeterminism
and probabilities, can be found in [1].
Finally, as future work, it would be worthwhile to parameterize (without any substantial human intervention) the model checking based verification with respect to the different classes of attacks described
in Section 1.
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Measurement data provides a precise and detailed description of components within a complex system but it is rarely used directly as a component of a system model. In this paper we introduce a
model-based representation of measurement data and use it together with modeller-defined components expressed in the CARMA modelling language. We assess both liveness and safety properties
of these models with embedded data.

1

Introduction

A formal model of a real-world system uses abstraction to distill the most important elements of the
system into a succinct representation which is amenable to formal reasoning and analysis. If the modeller
creating the model has chosen the right level of abstraction for their analysis then the insights which are
gained from model-based reasoning are also applicable to the real-world system itself. If, however, some
of the important elements of the system have been mis-represented in the model then the insights gained
by model-based reasoning and analysis are of no value, no matter how much trouble or care was taken
to obtain them from the (flawed) formal model.
For dynamic models used to study performance properties such as throughput, utilisation, and satisfaction of service-level agreements, one challenge which the modeller must face is representing the timed
behaviour of systems accurately. Depending on the kind of model that is being created, either continuous
sure variables or random variables from a particular random number distribution are used to abstract
aspects of timed behaviour in the system under study. These variables are parameters of the model,
allowing it to be used in a suite of experiments which explore the behaviour of the model when some
of the parameters are perturbed. For such a modelling study to be informative about the system under
study it is then necessary to ensure that these parameters are correctly chosen to reflect the durations of
the corresponding events in the system.
Techniques for abstracting empirical univariate distributions into statistical distributions such as
phase-type distributions are well known and available as algorithms [6] and even as software tools [12].
However, in the case of systems where spatial aspects play a significant role in addition to timed behaviour
we have several correlated variables and a multivariate distribution which means that finding a suitable
abstraction is not so easy. Where a classical model of a spatially-distributed system would typically use
a co-ordinate system to provide an abstract representation of space, our concrete component instead uses
literal latitude and longitude co-ordinates to represent the current position of a mobile component. The
result is a model which is a mix of abstract components crafted by the modeller and concrete components which have been automatically generated from measurement data. This allows us to build models
of systems where we selectively choose not to abstract one component, but instead to represent it literally
in order to ensure that we do not misrepresent it via an inappropriate abstraction.
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From the viewpoint of model-based testing we should see each concrete component as a black box
component within the model. The component offers up the values of its attributes at any time, but the
logic as to why the attribute values change as they do is not represented anywhere in the model, neither
in the concrete components generated from measurement data nor in the abstract components defined by
the modeller. Measurement data can be easily obtained from an instrumented system and one can often
be in the situation of having an embarrassingly large volume of measurement data. Because the concrete
components admit no compact representation of their behaviour the modelling formalism which we use
must be able to tolerate large unstructured components with real-valued attributes such as latitude and
longitude, paired with timestamps.
Many modelling formalisms are not able to meet this challenge. Classical Petri nets, process algebras, and layered queueing networks do not provide the data types and data structures which are needed to
represent concrete components within the model. Here however, we are working with CARMA (Collective Adaptive Resource-sharing Markovian Agents) [7] a modern feature-rich modelling language which
in addition to providing a stochastic process algebra of guarded recursive processes with unicast and
broadcast communication also provides the primitive data types and data structures of a general-purpose
programming language. These features are supplemented by encapsulation mechanisms, general function definitions, and iterative constructs for defining collectives of components. Together these features
give the modeller sufficient linguistic power to represent concrete components directly within CARMA
models, and we utilise this strength of CARMA modelling here.

2

Background

Models in the CARMA language consist of a collective of components, set in an environment representing the context in which the components operate. The collective is a parallel composition of components,
each of which consists of a process which represents the component’s behaviour, and a store which represents the component’s knowledge.
Stores map attribute names to basic values of primitive types such as boolean, integer and real.
Values such as these can be passed as parameters when processes communicate. An output action αh~vi
by one process can be matched with an input action α(~x) by another process provided the length of the
vector of values ~v is the same as the length of the vector of variables ~x. The arity of a communication
action must be consistent throughout the model: it cannot be used to pass one value at one point and two
(or more) values at another. Communication actions can either be unicast or broadcast in CARMA. In
all, this provides four types of actions in CARMA:
broadcast output α ? [π]h~eiσ

asynchronous (non-blocking) broadcast action α to communication
partners identified by the predicate π; send the values of expressions
~e evaluated in the local store γ; then apply the update σ to γ.
broadcast input α ? [π](~x)σ receive a tuple~x of values~v sent with an action α from a component
whose store satisfies the predicate π[~v/~x]; then apply the update σ
to local store γ.
unicast output α[π]h~eiσ synchronous (blocking) unicast action α to any communication
partner satisfying the predicate π; send the values of expressions
~e evaluated in the local store γ; then apply the update σ to γ.
unicast input α[π](~x)σ (point-to-point) receive a tuple ~x of values ~v sent with an action α
from a component whose store satisfies the predicate π[~v/~x]; then
apply the update σ to local store γ.
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The use of predicates to describe communication partners means that CARMA supports the attributebased communication paradigm [2], as found in languages such as SCEL [9], where dynamic collections
of components called ensembles are formed through having attributes in common. In process algebras such as PEPA [10] where data is abstracted out of the model, attributes are not present and thus
attribute-based communication is not possible. Communication partners are determined statically in
PEPA whereas they are determined dynamically in CARMA and SCEL.
Processes (P, Q, . . . ) in CARMA are defined by the following grammar:
P, Q ::= nil | kill | act.P | P + Q | P|Q | [π]P | A (A , P)
act ::= α ? [π]h~eiσ | α ? [π](~x)σ | α[π]h~eiσ | α[π](~x)σ
By convention in a CARMA model activity names begin with a lowercase letter, function and component
names begin with a capital letter, and process names are written in all caps. Expressions in the CARMA
language (as used in function bodies) are generated by the following grammar.
e1 , e2 , e3 ::= return e1 | if(e1 ){e2 } | if(e1 ){e2 } else {e3 } | e1 ; e2 | a1 | b1
a1 , a2 ::= 0 | 1 | · · · | −a1 | a1 + a2 | a1 − a2 | a1 ∗ a2 | a1 /a2
b1 , b2 ::= true | false | a1 > a2 | a1 >= a2 | a1 == a2 | a1 <= a2 | a1 < a2
|
!b1 | b1 && b2 | b1 ||b2

3

Case study: Bus fleet management

For our case study in this paper we show how data on the movement of a bus travelling through the
city of Edinburgh can be incorporated into a CARMA model. The purpose of the modelling will be to
check whether or not the bus follows the intended route by matching its movements against a high-level
description of the route in terms of regions of the city described by predicates. This is an instance of
a fleet management problem as studied in the transportation modelling community: it is important to
know the location of all of the vehicles in the fleet and to know that they are serving their assigned
routes. Managing the assignment of buses to routes is not as easy in practice as it might appear: changes
of assignment are needed during the working day as problems such as vehicular mechanical failures,
road closures, or driver unavailabilty can cause buses to be cancelled or re-routed in ways that would be
impossible to predict at the start of the day.
Our specific example is Transport for Edinburgh’s Service 100, which travels between Edinburgh
airport and Edinburgh city centre. We can characterise this route as having five significant regions:
the airport, suburban area 1, suburban area 2, the city centre, and the garage where the bus is parked
overnight. These areas are shown in Figure 1, together with a GPS trace of bus fleet number 937 serving
this route. The definition of these regions is given in Table 1.
In the dataset that we are working with here, the position of a bus has been registered once every
minute. Regions should be chosen to be large enough to make it effectively improbable that a bus can
enter the region and exit from it again without having been observed at least once within it. Regions
should bound a portion of the bus route, but not so tightly that small measurement errors in GPS readings
could cause a bus to be perceived as outside that region. We have chosen our regions to be simple
rectangles because it is easy to test whether a point lies within a simple geometric shape such as this.
We defined five CARMA predicates to test whether a point lies in a region. These are AtAirport,
InSuburbs1, InSuburbs2, InCentre and AtGarage. The CARMA predicate AtAirport is shown in
Figure 2. The other predicates are similarly easy to define.
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Data for bus number 937
55.965

Latitude

55.96
55.955
55.95
55.945
55.94
55.935
-3.38

-3.36

-3.34

-3.32

-3.3

-3.28

-3.26

-3.24

-3.22

-3.2

-3.18

Longitude

Figure 1: The route of bus number 937 in the fleet, assigned to service 100. The route includes the
airport (in the bottom left hand corner, in blue), suburban area 1 (in purple), suburban area 2 (in orange),
the city centre (in green), and the garage (in the top right hand corner, in black).

Significant
latitudes
lat1
lat2
lat3
lat4
lat5
lat6

=
=
=
=
=
=

55.935
55.940
55.945
55.950
55.955
55.965

Significant
longitudes
long1
long2
long3
long4
long5
long6

=
=
=
=
=
=

−3.38
−3.34
−3.28
−3.22
−3.20
−3.18

airport
suburbs1
suburbs2
centre
garage

=
=
=
=
=

Region
definitions


(long1 , lat1 ), (long2 , lat4 )


(long2 , lat1 ), (long3 , lat3 )


(long3 , lat2 ), (long4 , lat4 )


(long4 , lat3 ), (long6 , lat5 )


(long5 , lat5 ), (long6 , lat6 )

Table 1: Table of region definitions in terms of latitude and longitude coordinates.

fun bool AtAirport ( real long , real lat ) {
if (long > long1 && long < long2 && lat > lat1 && lat < lat4 ) {
return true;
} else {
return false ;
}
}

Figure 2: The AtAirport function in CARMA.
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Generating a concrete component from measurement data

Given measurement data whose records consist of latitude and longitude coordinates together with a
timestamp it is straightforward to generate a concrete component which introduces this measurement
data into our CARMA model. We generate a straight-line process which broadcasts each move action
as it occurs. We choose broadcast output because in general we do not want the abstract components
of the model to alter the behaviour of the concrete components. The parameters of the move action
are the measurement data in the form of a five-tuple hlatitude, longitude, hour, minutes, secondsi. This
conversion from measurement data into a CARMA component is performed automatically with a Python
script. Figure 3 illustrates this process. The updates σ0 , σ1 and σ2 are the obvious updates of the local
store to hold the current values of latitude, longitude, hours, minutes, and seconds.
55.948413846216582
55.944855742591862
55.937544319811479
..
.

-3.363214449536430
-3.361568243977290
-3.358045792384101
..
.

00:11:39
00:12:41
00:13:43
..
.

⇓

S0

move? [true]h55.948413846216582, −3.363214449536430, 00, 11, 39iσ0
S1
move? [true]h55.944855742591862, −3.361568243977290, 00, 12, 41iσ1
S2
move? [true]h55.937544319811479, −3.358045792384101, 00, 13, 43iσ2
..
.
Figure 3: Converting measurement data into concrete components in our CARMA model.
Now that we have our measurement data within our CARMA model we can use the CARMA Eclipse
Plugin to execute the model and investigate its behaviour using a measure defined in the CARMA model.
Measures are real-valued functions which compute some result of the current state of the model, allowing
this to be visualised as an assessment of the model’s behaviour. We can define a measure in CARMA as
shown below.
measure MaxLatitude = max { my. latitude };

The Bus component which we have generated has an attribute in its local state named latitude which is
updated after every movement action. A component refers to its own local state using the prefix my in
CARMA (much like the use of this in Java). The particular measure shown above records the maximum
value of the latitude seen at all timepoints along the trace of the Bus component as it executes. The results
are shown in Figure 4.
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Figure 4: A plot generated by the CARMA Eclipse Plugin showing the maximum value of the latitude
attribute of the Bus component in our model. The long constant high value of latitude near the start of
the trace records the bus being parked in the garage overnight.
This plot assures us that the model exhibits some behaviour, in that the latitude of the bus is changing,
but we do not yet know whether or not it is following the route of the 100 service, or staying within the
five regions of interest specified earlier. We will define an additional component to investigate these
questions.

3.2

Defining a probe to monitor the concrete component

The next step in checking the correctness of a bus journey is to be able to monitor its behaviour by adding
an abstract component (defined by the modeller) to ensure that the progress of the bus moving between
regions is as we expect, and that the bus does not leave the five regions which we have defined (see
Table 1).
We use the term probe for a component whose purpose is simply to monitor changes in another
component [5, 8]. The function of a probe is to make it convenient to express checkable properties of a
model. A probe is a finite-state automaton which recognises the language of acceptable state transitions
within a model and rejects all unacceptable state transition sequences. Probes are sometimes expressed
in formal language terms as regular expressions and sometimes as timed automata [4, 3].
Probes can be used to check both safety and liveness properties of models. Here we are interested in
two liveness properties and one safety property, as described below.
Liveness 1: The bus visits the airport (probe reaches state AIRPORT).
Liveness 2: The bus visits the city centre (probe reaches state CENTRE).
Safety: The bus does not leave the five defined regions (probe never reaches state ERROR).
Perhaps the most natural description of the journey of the bus would be to separate out the Airport
journey (from the airport to the city centre) and the Return journey (from the city centre to the airport).
Denoting these A and R respectively, we would note that the journey from the airport to the city centre
passes through the two suburban regions in the order [S1A ; S2A ] whereas the return journey passes through
the two suburban regions in the order [S2R ; S1R ]. The probe which captures this separation of the Airport
and Return journeys is presented in Figure 5. The predicate guards which label each arrow have been
omitted to reduce clutter. The selection of start state means that this probe can only be applied to vehicles
which begin their journey at the airport. State E indicates that an error has occurred.
Although this description of the probe is perfectly correct from the abstract notion of the bus route it
is in practice rather too unforgiving of measurement errors. For a bus stopped on the border between the
region suburbs1 and the region suburbs2 a small error in GPS measurement could cause the sequence of
observations [S1A ; S2A ; S1A ; S2A ] to be seen, and this cannot be accepted by the probe presented in Figure 5.
For this reason, we work with a looser specification of the bus route, as described by the probe in
Figure 6. This does not differentiate between the Airport and Return routes and has the dual benefits of
being more compact and tolerating errors in GPS measurement at the boundaries between regions. For
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start

A

S1A

S2A

E

G

S1R

S2R

C

Figure 5: A probe component which separates the outward and return routes.
example, the sequence of observations [S1 ; S2 ; S1 ; S2 ] can be accepted by this component. The predicate
guards which label each arrow have again been omitted in this diagram to reduce clutter.

start

A

S1

S2

C

G

E

Figure 6: A probe component which does not differentiate between the outward and return routes.
Of course, when this probe is expressed as a CARMA component it is necessary to be absolutely
specific about the predicate guards on each transition. The overall effect of the predicates is to track the
location of the bus on the basis of its reported latitude and longitude. A transition to the ERROR state of
the probe may only be taken if no other outgoing transition from a state is possible. We use the predicates
AtAirport, InSuburbs1, InSuburbs2, InCentre and AtGarage as described previously. The text of
the probe as a CARMA component is shown in Figure 7.

3.3

Computing liveness and safety properties using probes

Now we are in a position to be able to use CARMA’s measures to interrogate the probe to see states
which it visits. In order to turn our probe’s observations into numerical measures we count the number
of probes in each state. These measures will only ever return 0 or 1 as their results with 1 indicating that
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component Probe(process Z) {
store {}
behaviour {
AIRPORT = move? [AtAirport(long , lat ) ]( lat , long , h,m,s) {}.AIRPORT
+ move? [InSuburbs1(long, lat ) ]( lat , long , h,m,s) {}.SUBURBS1
+ move? [!AtAirport (long , lat ) &&
!InSuburbs1(long , lat ) ]( lat , long , h,m,s) {}.ERROR;
SUBURBS1 = move? [AtAirport(long,lat)]( lat , long , h,m,s) {}.AIRPORT
+ move? [InSuburbs1(long, lat ) ]( lat , long , h,m,s) {}.SUBURBS1
+ move? [InSuburbs2(long, lat ) ]( lat , long , h,m,s) {}.SUBURBS2
+ move? [!AtAirport (long , lat ) &&
!InSuburbs1(long , lat ) &&
!InSuburbs2(long , lat ) ]( lat , long , h,m,s) {}.ERROR;
SUBURBS2 = move? [InSuburbs1(long,lat)](lat , long , h,m,s) {}.SUBURBS1
+ move? [InSuburbs2(long, lat ) ]( lat , long , h,m,s) {}.SUBURBS2
+ move? [InCentre(long , lat ) ]( lat , long , h,m,s) {}.CENTRE
+ move? [!InSuburbs1(long, lat ) &&
!InSuburbs2(long , lat ) &&
!InCentre(long , lat ) ]( lat , long , h,m,s) {}.ERROR;
CENTRE = move? [InSuburbs2(long, lat ) ]( lat , long , h,m,s) {}.SUBURBS2
+ move? [InCentre(long , lat ) ]( lat , long , h,m,s) {}.CENTRE
+ move? [AtGarage(long,lat ) ]( lat , long , h,m,s) {}.GARAGE
+ move? [!InSuburbs2(long, lat ) &&
!InCentre(long , lat ) &&
!AtGarage(long, lat ) ]( lat , long , h,m,s) {}.ERROR;
GARAGE = move? [InCentre(long , lat ) ]( lat , long ,h,m,s) {}.CENTRE
+ move? [AtGarage(long,lat ) ]( lat , long , h,m,s) {}.GARAGE
+ move? [!InCentre(long , lat ) &&
!AtGarage(long, lat ) ]( lat , long , h,m,s) {}.ERROR;
}
}

ERROR = move? [true]( lat , long , h,m,s) {}.ERROR;

init { Z }

Figure 7: The probe from Figure 6 represented as a CARMA component.
the state (AIRPORT, SUBURBS1, . . . ) has been visited. We add these measures to our model.
measure ProbeInStateAIRPORT = #{ Probe[AIRPORT] | true };
measure ProbeInStateSUBURBS1 = #{ Probe[SUBURBS1] | true };
measure ProbeInStateSUBURBS2 = #{ Probe[SUBURBS2] | true };
measure ProbeInStateCENTRE = #{ Probe[CENTRE] | true };
measure ProbeInStateGARAGE = #{ Probe[GARAGE] | true };
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measure ProbeInStateERROR = #{ Probe[ERROR] | true };

There are eleven buses from the Transport for Edinburgh fleet which serve the Airport route at any time.
For the day of data which we processed here, these are fleet numbers 937, 938, 939, 940, 941, 943, 945,
947, 948 and 950. We began with bus number 937 and used the CARMA Eclipse Plugin to check our
probe against the trajectory of this bus. This showed that the two liveness properties were satisfied (the
bus visits the airport and the city centre) and that the safety property was also met (the ERROR state of
the probe is never reached). The output from the CARMA Eclipse Plugin is shown in Figure 8.

Figure 8: The route of bus number 937 in the fleet. The bus is initially at the airport and enters the
garage shortly after midnight. The following day the bus performs the expected route between the city
centre and the airport. The ERROR state of the probe is never reached for bus 937.
After this, we applied the same analysis to the remaining ten buses which were serving the 100 route,
compiling these results into Table 2. All but one of these buses passed both the liveness tests and the
safety test. The bus which failed these tests was bus 947, which fails both of the liveness tests and also
fails the safety test.
Fleet
number
937
938
939
940
941
943
944
945
947
948
950

Initial
state
AIRPORT
GARAGE
GARAGE
SUBURBS1
CENTRE
GARAGE
SUBURBS2
CENTRE
GARAGE
GARAGE
GARAGE

Final
state
GARAGE
AIRPORT
CENTRE
CENTRE
GARAGE
GARAGE
GARAGE
GARAGE
ERROR
AIRPORT
SUBURBS1

AIRPORT
visited
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
No
Yes
Yes

CENTRE
visited
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
No
Yes
Yes

ERROR
seen
No
No
No
No
No
No
No
No
Yes
No
No

Probe 100
result
Accepted
Accepted
Accepted
Accepted
Accepted
Accepted
Accepted
Accepted
Rejected
Accepted
Accepted

Table 2: Results of checking our probe against traces from different buses serving the 100 route.
Looking at the results from the CARMA Eclipse Plugin shown in Figure 9, the bus is initially in
the garage (probe state is GARAGE) but immediately violates the allowable conditions on its latitude and
longitude coordinates on leaving the garage (probe state is ERROR). The error state of the probe is an
absorbing state so once the probe has entered this state it will not escape to any non-error state even if
the bus later corrects its position to rejoin the correct route for the service.
Our method of compiling measurement data into concrete components and evaluating it with a probe
component has had the desired outcome of finding erroneous behaviour in an unlabelled collection of
correct and incorrect trajectories. Bus 947 has been identified as having diverged from the expected route.
We now look at its trajectory as a latitude-longitude trace and see if we can conjecture what happened to
cause this deviation. Comparing the position with a map of the city of Edinburgh we see that the bus has
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Figure 9: The route of bus number 947 in the fleet. The bus is initially in the garage at the beginning of
the trace but enters the ERROR state immediately on exiting the garage.
taken a route away from the city centre towards the coast. A second Transport for Edinburgh garage is
located here, and we can conjecture that this bus had a fault or needed some maintenance activity before
it was able to serve the 100 route. After visiting the second garage the (now, presumably, repaired) bus
returns to the city centre and begins its service from there, as detailed in Figure 10.
Data for bus number 947
55.965

Latitude

55.96
55.955
55.95
55.945
55.94
55.935
-3.38

-3.36

-3.34

-3.32

-3.3

-3.28

-3.26 -3.24
Longitude

-3.22

-3.2

-3.18

-3.16

-3.14

-3.12

Figure 10: The route of bus number 947 in the fleet, assigned to service 100. The route includes the
expected locations of the airport (in the bottom left hand corner, in blue), suburban area 1 (in purple),
suburban area 2 (in orange), the city centre (in green), and the garage (in black), as well as the unexpected
locations of suburban area 3 (in yellow) and garage 2 (in the top right-hard corner, in cyan).

3.4

Practicality of the method

In our case study here we used GPS measurement data from bus journeys to build our concrete components. The position of the bus is sampled every minute of a twenty-four hour period, thus giving us
approximately 1,440 timestamped records of the latitude and longitude of the bus. The measurement
data is compiled into a CARMA model by a Python script; this CARMA model is 14,546 lines long.
This CARMA model is then compiled into a Java application by the CARMA Eclipse Plugin; this Java
application is 81,162 lines long.
The current compilation strategy employed by the CARMA compiler is to compile a CARMA component into a single Java method. For hand-built components created by the modeller this approach
has no significant disadvantages but for large generated concrete components this approach runs the risk
of overflowing the maximum Java method size of 65,534 bytes. If working with very large measurement data sets, over longer time periods or with finer sampling granularity, then it would be necessary to
change the CARMA compilation strategy to compile CARMA processes into individual methods instead
and have the compilation images of CARMA components call these methods, thereby moving the problem of maximum method size to reappear again only for CARMA processes which have many attributes
and very large update blocks.
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Related work

In this work we have considered using data concretely as process components in a model. In earlier work,
van der Aalst et al have devised algorithms for extracting compact process descriptions from data such
as system event logs. These algorithms are necessarily incomplete and cannot always find a compact
process representation which faithfully encodes an expansive event log. Nonetheless, these workflow
mining [1] and process mining [13] approaches give valuable insights into large data sets by identifying
likely causal relations between events and variants of the α algorithm which underlies the workflow
mining approach are able to rediscover large classes of processes from event logs.
The Traviando simulation trace analyser can also be applied to inverse problems like these, in that it
can be used to generate so-called likely invariants from a finite execution trace. These likely invariants
can then be used to help formulate a compact model of a process which would generate such an event
trace [11].

5

Conclusions

We have shown a method of checking liveness and safety properties of CARMA models in which some
components of the system which is being modelled are represented without abstraction, using concrete
components which are generated automatically from data. The properties which can be checked are
those which can be expressed by finite-state automata (“probes”) whose state-to-state transitions are
guarded by predicates over the values of component attributes or parameters passed by communication
actions. Checking is automatically performed by the CARMA Eclipse Plugin which can generate both
graphs of the transitions of the probes and graphs of the changes in underlying values within the model
(such as component attributes). Using this we were able to detect from an unlabelled set of trajectories
the trajectory which failed to satisfy the requirements of a specified bus route. The methods used are
generally applicable to any problem where data plays a significant role and whose correctness criterion
can be expressed automata-theoretically.
Our interests for future work on this topic include generating probe components directly from route
descriptions which list the bus stops on the route together with their latitude and longitude coordinates.
Additionally, we wish to add instrumentation to probes in order that they can count visits to the regions
of interest on the route, enabling stronger liveness properties to be expressed.
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Space and movement through space play an important role in many collective adaptive systems
(CAS). CAS consist of multiple components interacting to achieve some goal in a system or environment that can change over time. When these components operate in space, then their behaviour
can be affected by where they are located in that space. Examples include the possibility of communication between two components located at different points, and rates of movement of a component
that may be affected by location. The C ARMA language and its associated software tools can be used
to model such systems. In particular, a graphical editor for C ARMA allows for the specification of
spatial structure and generation of templates that can be used in a C ARMA model with space. We
demonstrate the use of this tool to experiment with a model of pedestrian movement over a network
of paths.

1

Introduction

Collective adaptive systems consist of multiple components or agents that interact collaboratively on
common goals, and compete to achieve individual goals. They are characterised by the fact that each
component does not have a global view of the whole system but rather has local information on which
to act. These systems are called collective because of the interaction of many components, and adaptive
because they respond to changes in the environment in which they operate. They are often characterised
as having emergent behaviour, that is behaviour which cannot be predicted in advance by considering the
individual components in isolation from each other. Modelling of CAS is crucial because it is difficult
to understand the behaviour of the overall system just by inspecting the behaviour of the components.
Modelling allows us to experiment with the system before implementation and deployment. This paper
considers the C ARMA language which has been developed specifically for the modelling of CAS [12]
with a particular focus on smart city concerns such as smart transport and smart energy grids.
The use of local versus global above suggests that space may play an important role in CAS. While
this is not necessarily true of all CAS since the distinction between local and global may be logical or
virtual rather than physical, it is true for many CAS, and hence this is an important part of understanding
their behaviour. This paper focusses on a spatial example and illustrates how C ARMA can be used to
model this example.
We consider the example of pedestrians moving over a network of paths. This could be a specific
part of a city, a pedestrianised network of lanes, or paths through a large park. The defining feature of our
example is that there are essentially two groups of pedestrians that start on opposite sides of the network
who wish to traverse the paths to get to the side opposite to where they started. This scenario could arise
in a city where there are two train stations on opposite sides of the central business district serving the
eastern and the western suburbs of the city, and a number of people who commute from the west work
close to the east station and vice versa. During rush hour in the morning and afternoon, people want to
M.H. ter Beek and M. Loreti (Eds.): Workshop on
FORmal methods for the quantitative Evaluation
of Collective Adaptive SysTems (FORECAST’16).
EPTCS 217, 2016, pp. 43–52, doi:10.4204/EPTCS.217.6
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traverse the park or lanes as fast as possible so that they are not late, and we wish to investigate what
features enable these pedestrians to pass through the network efficiently. If there are multiple paths, it
would seem in advance that it makes sense to use some paths for one direction and other paths for the
other direction. This raises the question of what routing or information such as signs is sufficient for the
two groups of pedestrians to separate out onto different paths. This paper presents an initial investigation
into the modelling of this scenario, and we demonstrate how this can be achieved using C ARMA, its
Eclipse Plug-In and its Graphical Eclipse Plug-in, considering different possibilities for the network.
The paper starts with a brief discussion of the C ARMA language before describing the modelling
of the scenario in more detail and presentation of our experiments and results from various networks,
followed by conclusions and discussion of future work.

2

C ARMA

The C ARMA process calculus has been developed specifically for the modelling of collective adaptive
systems and a full description of the language can be found in [12]. Here, we give a brief outline. A
C ARMA model consists of a collective N and the environment E in which it operates, using the syntax
N in E . A collective is either a component C or collectives in parallel N k N. Each component is either
null, 0, or a combination of behaviour described by a process P and a store of attributes γ, denoted
by (P, γ). We use function notation to denote store access, thus if γ = {x 7→ v} then γ(x) = v.
Prefix, constants, choice and parallel composition can be expressed in the standard manner by defining P appropriately. Additionally, there is the nil process which does nothing, the kill process which
results in the component being removed from the collective, and the option of prefixing a process with a
predicate [π]P, in which case the process P can only proceed if the predicate π evaluates to true using the
values of the attributes in the component’s store γ. To improve readability we sometimes parenthesise
the process expression P, writing this term as [π](P). The meaning is unchanged.
Process prefixes are rich and permit actions that provide value-passing unicast and broadcast communication using predicates on the attributes in the store of the sending and receiving component. Communication between components will only take place if the predicates evaluate to true. The value false
indicates that no communication partner is needed. Furthermore, attribute values can be updated (probabilistically) on completion of an action.
Unicast communication is blocking; the sender cannot output values unless there is a matching input
action which can be performed by another component. In contrast, broadcast is not blocking, and we can
use a specific form with a constant false predicate (written as ⊥ here) to allow components to act without
interaction with other components, as seen in the example to follow.
The syntax of a non-blocking broadcast on name α is α ? [π]h~viσ where π is a predicate which must
be satisfied by all processes wishing to receive this broadcast. The vector ~v is a vector of values to be
communicated; this vector may be empty. The suffix σ is an update of variables in the local store of a
component. A component refers to its local store with the prefix my (similar to this in Java) so an update
to store the value of x as the new value of my.x is written as {my.x ← x}. As an example, the prefix
process term move?i j [⊥]hi{my.x ← i, my.y ← j}.Ped broadcasts that it is performing a movei j activity,
updates its local x and y values, and continues as the process Ped.
The environment contains both the global store and an evolution rule which returns a tuple of four
functions (µ p , µw , µr , µu ) known as the evaluation context. Communication between sender s and receiver r on activity α has both an associated probability (determined by µ p ) and a weight (determined
by µw ). These functions depend on activity α and both the attribute values of the sender (in the store γs )
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and the attribute values of the receiver (in the store γr ). The activity rate however depends on only the
attribute values in the store of the sender (γs ); the attribute values of the receiver do not affect the rate
at which a communication activity is performed. Thus the first three functions in the evaluation context
determine probabilities, weights and rates that supply quantitative information about the behaviour of
actions. The fourth function µu performs global updates, either of the attributes in the global store or
of the collective by adding new components. These updates include the usual initialisation of variables,
incrementing counters, or accumulating totals.
The operational semantics of C ARMA are defined in F U TS style [3] and define for each model a
time-inhomogeneous continuous-time Markov chain (ICTMC). The behaviour of these ICTMCs can be
simulated and the C ARMA Eclipse Plug-in provides this functionality. The software tools for processing
C ARMA models are available from http://quanticol.sourceforge.net. More information about
the QUANTICOL project which created these tools is available from http://www.quanticol.eu.

3

Automatic code generation

The C ARMA Graphical Editor allows the user to specify the structure of movement in a CAS model by
laying out graphical symbols on a plane [15]. The editor generates C ARMA code from the graph which
the user has defined. In addition to normal attributes, C ARMA components which are defined in this way
have a set of distinguished attributes to specify their current location in space.
Each C ARMA component in the model may further have its mobility restricted to a given set of paths
through the graph defined by the user. Paths in this context are subgraphs of the user-defined graph
consisting of a set of uniform vertices connected by directed, coloured edges. At any given time in the
system’s evolution, the location attributes of a component instance must be equal to the location of one
of the nodes belonging to the subgraph where that component is restricted. A component can change
its location attributes only if there exists a path from its current node to the new node, and if this path
belongs to the subgraph where the mobility of this component is restricted.
In C ARMA, functions are used for storing the information about each subgraph’s topology. Component actions query these functions during the execution of their predicates, and can modify the component’s location attributes accordingly, in the update block. For each node which can be accessed by a
particular component type, a movement action must be included in the component’s behaviour. If the
node can be accessed by a component in more than one state, the action must be specified separately for
each state. In systems with complex mobility restriction graphs, topology-defining functions, as well as
component behaviour blocks may require a large number of lines of code. This code is automatically
generated by the C ARMA Graphical Editor, freeing the modeller from the task of manually producing
this C ARMA model code.

4

Pedestrian model

The C ARMA model is illustrated in Figures 1 and 2. It assumes that there are two types of pedestrians,
A and B, and that P and Q are variables of type pedestrian. The two Arrival components generate
pedestrians at two different locations (on opposite sides of the graph), and the pedestrians move from
their origin side to the opposite side. Once a pedestrian has reached its goal, the count for that type of
pedestrian is incremented and the time taken for traversal is added to the total time so that the average
traversal time can be calculated for each pedestrian type.
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Store of Pedestrian component:
P
x
y
stime

pedestrian type — an enumeration with values A and B
current x coordinate
current y coordinate
time of arrival

Behaviour of Pedestrian component:
Ped




def
= ∑(i, j)∈V ExistsPath(P, x, y, i, j) move?i j [⊥]hi{my.x ← i, my.y ← j}.Ped



+ AtGoal(P, x, y) fin? [⊥]hi.nil

Initial state of Pedestrian component: Ped
Store of Arrival component:
P

pedestrian type

Behaviour of Arrival component:
Arr

def

= arrive? [⊥]hi.Arr

Initial state of Arrival component: Arr

Figure 1: The Pedestrian and Arrival components
The model is parameterised by a number of functions that capture the graph information and are
generated automatically as described above.
• ExistsPath(P, x, y, i, j) is a Boolean function that determines if an edge exists between a pedestrian’s current position and another node in the graph, hence a move?i j action can only occur when
such an edge exists.
• AtGoal(P, x, y) is a Boolean function that checks if the pedestrian has reached its goal, hence fin?
can only occur once the destination has been reached. After this the pedestrian does not move any
more.
• ArrivalRate(P) determines the arrival rate for each type of pedestrian.

• Startx (P) and Starty (P) define the initial location of a new pedestrian depending on its type.

A function that is not directly related to the graph structure is MoveRate(P, x, y, i, j, . . .) which determines
the rate of movement along a particular edge, and can take additional parameters that can affect this
rate such as the current count of other pedestrians of the same or different type. We use the following
definition that uses the numbers of pedestrians of the other type at the target node to reduce the movement
rate.
(
moveA /(Bi j + 1) if P = A
MoveRate(P, x, y, i, j, Ai j , Bi j ) =
moveB /(Ai j + 1) if P = B
where Ai j are the number of A pedestrians at the target node and Bi j are the number of B pedestrians at
the target node, and moveQ is a basic movement rate for each pedestrian type.
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Constants:
V

set of coordinate pairs representing nodes in the graph

Measures:
averageP

average time for traversal by pedestrians of type P

Global store:
countP
totalP

number of P pedestrians to complete traversal
total time for all completed P pedestrian traversals

Evolution rule functions:
µ p (γs , γr , α)
=
1
µw (γs , γr , α)
=
1



ArrivalRate γs (P)

=
MoveRate γs (P), γs (x), γs (y), i, j, . . .


λfast

µr (γs , α)

µu (γs , α)

Collective:
PedAB

def

=

if α = arrive?
if α = move?i j
otherwise




 , Pedestrian, {P ← γs (P), x ← Startx (γs (P)), y ← Starty (γs (P)), stime ← now}




if α = arrive?

=
countγs (P) ← countγs (P) + 1, totalγs (P) ← totalγs (P) + (now − γs (stime)) , 0



if α = fin?



 , 0
otherwise



Arrival, {P 7→ A} k Arrival, {P 7→ B}

Figure 2: Environment and collective

Figure 2 specifies the four functions (µ p , µw , µr , µu ) known as the evaluation context. Probabilities
and weights on activities are not used in this model so the µ p and µw functions are trivially constant
functions.

5

Model instances

Four instances of this C ARMA model are shown in Figure 3. These show instantiations of the general
C ARMA model from the previous section with increasing size and shape complexity. The central repeating features of the path network are the cross-bars in the centre of the network. In the simplest instance
we have only one cross-bar and we describe this instance as having height 1 and width 1, representing
it as instance 1 × 1. As the cross-bar structure is repeated we have instances 1 × 2, 2 × 1, and 2 × 2,
depending where the additional structure is added into the network.
An increase in the width of the network has the obvious consequence that journeys across the network
take longer. An increase in the height of the network has the consequence that pedestrians are offered
an increased choice of routes, with the implicit consequence that individual paths are less congested
(because there are more of them on offer). The edges are equally long and thus the time to traverse them
is the same under comparable conditions.
In each instance of the network of paths there are two sub-networks which restrain the movement of
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1×1

1×2

2×1

2×2

Figure 3: Four model instances of increasing size and complexity.
the pedestrians of type A and type B. Pedestrians of type A are restricted to the red sub-network and must
cross the network from left to right. Pedestrians of type B are restricted to the blue sub-network and must
cross the network from right to left. The networks illustrated in Figure 3 are symmetric but this is of no
particular significance and it would pose no difficulty to work with networks which were not symmetric.
These graphs were drawn in the C ARMA Graphical Editor and C ARMA code was generated from it,
including all necessary instances of the ExistsPath, AtGoal, and ArrivalRate functions and applications
of these in predicate guards on processes.

6

Analysis and results

We analysed our C ARMA model using the C ARMA Eclipse Plugin [12]. The C ARMA Eclipse Plugin provides a helpful syntax-aware editor for the C ARMA Specification Language, implemented in the XText
editor framework. The C ARMA Specification Language provides a wrapper around the C ARMA process
calculus adding non-essential (but useful) features such as data types and data structures, functions, and
the ability to specify real-valued measures of interest over the model. In some modelling languages
measures of interest or Markov reward structures are defined externally to the model but in C ARMA and
languages such as CASPA [10], PRISM [11] and ProPPA [6], the specification of measures of interest
and reward structures is included in the modelling language itself.
Given a C ARMA specification, the C ARMA Eclipse Plug-in compiles the model into a set of Java
classes which are linked with the C ARMA simulator classes to provide a custom simulator for this model.
The compiled Java code is executed to compute the measures of interest from an ensemble of simulation
runs. The C ARMA simulator uses a kinetic Monte-Carlo algorithm to select the next simulation event to
fire and draws from the appropriate weighted random number distribution to determine the duration of
the event. The simulation state is updated as specified by the event which was fired and the simulation
proceeds forward until a pre-specified simulation stop time is reached.
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The measure functions defined by the modeller are passed into the simulation environment and provide a view onto the raw simulation results at intervals which are specified by the modeller. The Apache
Commons Math Library is used within the Plug-in to perform statistical analysis of the data. The Simulation Laboratory View provided by the C ARMA Eclipse Plug-in acts as an electronic laboratory notebook,
recording details of the simulation studies which have been performed.
The C ARMA Eclipse Plugin and the C ARMA Graphical Editor are available from the SourceForge
website at http://quanticol.sourceforge.net. After installation they can be kept up-to-date using
the standard mechanism in Eclipse to check for updates.

6.1

Design of experiments

We designed a suite of experiments to explore the behaviour of the model. To provide a baseline for
average travel time we investigated the travel time in the presence of only one type of pedestrian (thereby
giving a model which has no congestion). Thereafter we investigated the models with congestion in
the presence or absence of pedestrian routing. When routing is present, only one starting route has a
non-zero rate, and the non-zero rate is assigned in order to direct pedestrians away from each other.
We used the C ARMA Graphical Editor to automatically create C ARMA code models. Fig. 4 shows
how the number of lines of C ARMA code grows with model structure complexity.
Model

Nodes

Connections

LoC

1x1
1x2
1x3
2x1
2x2
2x3
3x1
3x2
3x3

6
8
10
8
11
14
10
14
18

8
12
16
13
20
27
18
28
38

208
248
288
258
328
398
308
408
508

Figure 4: The number of lines of C ARMA code per model structure. Left, for small values of width and
height. Right, for larger values of width and height.

6.2

Analysis

The results from our experiments are presented in Figure 5. We have three results (no congestion, routing,
and no routing) for each of the four model instances considered (1 × 1, 1 × 2, 2 × 1, and 2 × 2). An
inspection of the results shows that, unsurprisingly, for any structure the best average travel times are
obtained when there is no congestion in the network. As anticipated, networks with greater height have
lower average travel times because they have greater capacity, due to the inclusion of additional routes
(thus 2 × 1 results are better than 1 × 1 results, and 2 × 2 results are better than 1 × 2 results).
Finally, we see that routing is always advantageous, especially so in the case of narrow networks
where congestion in experienced most (i.e. in the 1 × 1 structure and the 1 × 2 structure).
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Figure 5: Average travel time results from the experiments on structure and network usage.

7

Related work

The C ARMA language provides high-level language constructs for describing communicating processes.
The language has a stochastic semantics expressed in terms of continuous-time Markov chains. The
language contains some features which are familiar from languages such as Bio-PEPA [2], PRISM [11]
and the Attributed π-calculus [8]. In this section we compare C ARMA to these established modelling
languages and highlight differences in approach between them.
Each of the languages considered here has the potential to be used to model stochastic systems with
mobile populations of individuals but language design decisions, the choice of language features, and
underlying analysis mechanisms can make one of the languages better-suited for a particular modelling
problem than the others. As examples of modelled systems, Bio-PEPA has been used to model scenarios
where safe movement of people is an important factor in systems including emergency egress [13] and
crowd formation and movement [1]. PRISM has been used to model dynamic power management controllers [14] and human-in-the-loop UAV mission planning [4]. The Attributed π-calculus has been used
to model spatial movement in phototaxis [8], and cooperative protein binding in gene regulation [9].
C ARMA has been used to model a number of spatial CAS including carpooling [15], taxi movement [7]
and ambulance deployment [5].
Inter-process communication in C ARMA is attribute-based; communication partners are determined
dynamically as the model evolves through state-to-state transitions. Communication in the Attributed πcalculus is similarly dynamic. In contrast, the communication partners of Bio-PEPA and PRISM components are determined statically, and do not change as state-to-state transitions occur. Additionally,
C ARMA and the Attributed π-calculus support value-passing communication whereas the Bio-PEPA and
PRISM languages do not.
The primary analysis method for C ARMA models is simulation. This is also the case for BioPEPA and the Attributed π-calculus whereas analysis of PRISM models is typically through probabilistic
model-checking.
The C ARMA language and the PRISM language are explicitly-typed. Types such as boolean, integer
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and real are ascribed to variables in the language by the modeller, or inferred by the language typechecker. In contrast, types in Bio-PEPA and the Attributed π calculus are implicit. Explicitly-typed
languages can make the modeller’s intentions more obvious, when, for example, expecting to receive an
initial integer value instead of a real value.
C ARMA provides guarded process definitions (used in a similar way to the guarded commands found
in the PRISM language; the Attributed π-calculus does not support these directly; Bio-PEPA has no
boolean expressions at all). Guarded process definitions allow declarative descriptions of the relationships between locations in a network and we have used this description mechanism comprehensively
here.
In common with PRISM, C ARMA provides strong support for encapsulation, with variable declarations being local to an enclosing structure (in PRISM this is a module, whereas in C ARMA it is a component). A structuring mechanism such as this is not found in Bio-PEPA or the Attributed π-calculus
where declarations of rate functions, channel names, process definitions or species definitions have global
scope.
Differently from the other languages considered here, C ARMA treats location and space as an aspect
of a model which can be described separately from the detailed model dynamics. Through the provision
of a graphical editor for C ARMA, space, location, and connectivity can be treated separately from logic,
communication, and synchronisation. This separation of concerns may make it easier to maintain a
model of a system when the spatial structure of the system changes.

8

Conclusions and future work

We have demonstrated a simple model of pedestrian movement over a number of different graphs, to
illustrate the modelling of spatial aspects of CAS. The C ARMA Graphical Editor allowed us to automatically generate the C ARMA code for different networks which simplified the task, and allowed our
pedestrian components to be generic in nature. Our initial experiments have considered situations with
and without congestion as well as with and without explicit routing of pedestrians as they enter the
network.
There are many directions for future work. For example, another group of pedestrians could also be
introduced, namely, tourists, and the focus would be on efficient traversal of the network during afternoon
rush hours when commuters want to get home quickly and tourists wish to sightsee, and hence move
slowly. We are also interested in identifying when the model shows emergent behaviour, in the sense that
different groups of pedestrian use different paths through the network in response to environmental cues
such as information about congestion or routing suggestions (rather than explicit routing).
Acknowledgements: This work is supported by the EU project QUANTICOL, 600708. We thank the
anonymous reviewers for many helpful comments which encouraged us to improve the paper.
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In this extended abstract a view on the role of Formal Methods in System Engineering is briefly
presented. Then two examples of useful analysis techniques based on solid mathematical theories
are discussed as well as the software tools which have been built for supporting such techniques.
The first technique is Scalable Approximated Population DTMC Model-checking. The second one
is Spatial Model-checking for Closure Spaces. Both techniques have been developed in the context
of the EU funded project QUANTICOL.

1

Introduction

When I was invited by the FORECAST organisers to give a broad overview of the current “state of
health” of Formal Methods (FM), their usefulness and their actual use in (Collective Adaptive) System
Engineering ((CA)SE), my first reaction was a gentle refusal, dictated by the consideration that the
audience at this workshop, and in general the SEFM Community, is well aware of the current situation
of FM. So, we decided that, instead, I would have shared my personal view on the subject first, and then
I would have briefly described a couple of results we have achieved in the context of the QUANTICOL
Project (http://www.quanticol.eu/).
My professional experience induces me to think that the role of FMs in (CA)SE is still not fully appreciated in the Computer Science (CS) community, not even in the more intellectually sophisticated part
thereof, namely in the CS research community1 , with a few exceptions like, of course, the FM Community itself and, maybe the Dependability one (or at least part of it). So, I think that a few considerations on
this subject might help the reader understanding why a great deal of effort in projects like QUANTICOL
∗ Work

partially funded by the EU projects QUANTICOL (nr. 600708) and ASCENS (nr. 257414).
version of this introduction can be found as two posts of mine in the blog of the ASCENS Project at http://
www.ascens-ist.eu/.
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is devoted to the development of formal modelling and analysis languages and techniques. My first and,
I’d say major, observation is that this lack of appreciation for FMs seems to be a peculiarity of people’s
attitude towards SE, and is not at all experienced when considering other branches of engineering. Let me
start by quoting C. Jones [22]: “All engineering disciplines make progress by employing mathematically
based notations and methods.” Note that the above consideration applies to all engineering disciplines,
and it explicitly refers to notations and methods that are mathematically based. Is that true?
Let us consider civil engineering. In this case, graphical notations, among others, are widely used,
and this goes on now for quite a long time. Although the result of using such graphical notations can be
quite evocative, and may bear some artistic value, it is worth noting that technical drawing is regulated
by rather strict rules. Such rules are often formalised in international standards and are amazingly detailed (I still remember that, when I was an undergraduate student, we were taught, at a technical drawing
course, that when you draw a certain kind of arrows, the width of the tip should be in a fixed relationship
with its length—1/3, to be precise, if I remember well—in order for the arrow to be a “correct” one).
Furthermore, we were taught specific techniques for constructing, or better, (almost) mechanically generating, sections of objects. Well, essentially, we were taught rigorous rules for drawing models of the
artefacts we were designing, being them bridges or taps or electrical circuits. To a certain extent, these
rules are a rigorous definition of the syntax to be used for creating our models. On the other hand, the
sectioning/projecting techniques are based on formal rules of mechanical manipulation of the drawings,
. . . a, maybe rudimentary, form of model analysis based on formal semantics.
Furthermore, in most cases, such drawings are decorated with numbers which could be used in
mathematical formulae in close relation with (parts of) the drawings, or derivable from them, in order to
better analyse features of interest of the system one is designing. Take, for instance, the blue-print of an
electrical or electronic circuit design. Therein, we can identify a set of components composed according
to precise rules (e.g. in series, in parallel, in series-parallel, etc.), with precise semantics associated
to such composition rules, originating from a mathematical representation of physical phenomena (e.g.
the resistance resulting by series composition of two or more resistors is the sum of the resistances of
the component resistors, etc.). Once the link is established between our circuit, i.e. our design model,
and its mathematical representation, one can proceed with sound mathematical manipulations which
provide us with extremely valuable information. For instance, starting from the blue-print of an oscillator
circuit we can derive an appropriate integral/differential equation using the values associated to the circuit
components (for instance a resistor, a capacitor and an inductance in the case of an electronic circuit). By
studying the solution of the equation we can analyse important features of the circuit, like, for instance the
resonance frequency which usually plays a fundamental role in the behaviour of the system (which can
even be dramatic in the case of mechanical oscillating systems!). The description of these “higher level”
features is typically the basis of the “technical specifications” document, which is used for understanding
whether the design satisfies important requirements.
The process of relating a design model to the requirements specification can be seen as a process of
abstraction and, of course, appropriate notions should be available also for checking that a design model
satisfies a given requirement. But do we have to do all this by paper and pencil or only experimental
testing? Fortunately not: we can play with software tools, even forgetting—while designing and only to
a certain extent—that behind all these activities there is a huge and solid body of mathematics supporting
them, including Set Theory, Continuous Mathematics, Metric Spaces, Differential Calculus and Function
Analysis, Linear Algebra, Differential Equations, just to mention a few . . .
Summarising: Civil, Naval, Nuclear, Electrical, Electronic (. . . ) Engineers use notations for technical
specifications (requirements specifications) as well as design specifications/models that
• are strongly based on mathematics (and physics),
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• are compositional (at least in a broad sense),

• are characterised by great and flexible descriptive power,
• allow for the formal manipulation of their objects,

• are heavily supported by computer (software) tools (e.g. for model analysis, including relating
models to technical specs).
Society expects engineers to be aware of the underlying theories although not necessarily able to completely master them. I repeat it: a good, or even average, civil, electrical, etc. engineer, is socially not
allowed to claim he can do without formal methods. Actually, the situation is even better for traditional
engineering. In fact the basics of the methods and underlying maths are even taught to high school students (at least in technical professional schools)! And now: what about engineers designing complex,
critical, computer/software systems? Although in the past there have been people, including respectable
scientists, who have been arguing that SE is mainly a matter of art, or, at most of craftwork, there is
now some consensus—at least in the SE community itself and thanks to the 30 years long tradition of
research, dissemination, and education carried out within and by the FM Community—that it is a matter
of engineering and so, as in any other branch of engineering, besides ingenuity and inspiration, there is
need of systematic application of sound methodologies and techniques, with a solid mathematical basis. In addition, the mathematical basis as well as the methodologies must be part of standard education
curricula of future Computer System Engineers (and Practitioners, I would add!) and this is even more
important when we focus on CAS. These systems consist of a large number of spatially distributed heterogeneous entities with decentralised control and varying degrees of complex autonomous behaviour.
Often humans act both as agents within the system and as end-users, outside the system. It is worth
noting that as end-users, they are not necessarily aware of the sophisticated underlying technology and
the complexity of CAS. On the other hand, given the fact that such systems are meant to support critical socio-technical infrastructures, such as transportation and energy distribution ones, it is necessary
that thorough a priori analysis of their design is carried out to investigate all aspects of their behaviour,
including quantitative and emergent aspects, before they are put into operation.
In the sequel I’ll sketch two examples of formal analysis techniques we developed in the context of
the QUANTICOL Project, using non-trivial mathematical notions and results which address two important issues in the field of CAS, namely scalability of analysis [27, 29, 28] and reasoning about space [10].
For further information on CAS and related work see e.g. the web site of the QUANTICOL project at
http://www.quanticol.eu, and that of the FOCAS Coordination Action at http://www.focas.eu.
The work briefly described below has been carried out jointly mainly with Vincenzo Ciancia2 ,
Michele Loreti3 , and Mieke Massink2 .

2

Scalable Approximated Population DTMC Model-checking

Model-checking is a powerful approach to the automatic verification of complex (computer) systems.
It consists of an efficient procedure that, given an abstract model M of the system, decides whether
M satisfies a (typically temporal, but also probabilistic) logic formula. Unfortunately, model-checking
procedures suffer of the potential combinatorial explosion of the state space so that their scalability is a
serious concern. The applicability of model-checking techniques to CAS is thus a particularly serious
problem given that one of the characterising features of such systems is their large or even huge size.
2
3
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In [27, 29] we proposed a novel model-checking procedure for probabilistic Discrete Time Markov
Chains (DTMC) based population models which is insensitive to the size of the population the system
consists of and is thus scalable. The procedure is based on an original combination of local, on-thefly probabilistic model-checking techniques and mean-field approximation in discrete time [30]. The
procedure can be used to verify bounded PCTL [21] properties of selected individuals in the context of
systems consisting of a large number of similar but independent interacting objects.
The asymptotic correctness of the model-checking procedure has been proven and a prototype implementation of the model-checker, FlyFast, has been applied to several benchmark examples. To the best
of our knowledge, this is the first implementation of an on-the-fly mean field model-checker for discrete
time, probabilistic, time-synchronous models.
The approach we followed is similar to the one proposed in [30] for fast simulation (thence the “Fast”
part of the name of our tool). A model for N interacting objects is considered where the evolution of each
object is given by a finite state DTMC, the transition matrix of which may depend on the distribution
of states of all the objects in the system4 . Each object can be in one of its local states at any point
in time and all objects proceed in discrete time and in a clock-synchronous fashion. The distribution
of states of all objects in the system at a given step of the computation is represented by the so-called
occupancy measure vector. The size S of this vector is equal to the total number of the states of the
objects in the system; each element stores the fraction—over the total number of objects—of the objects
in the system which are currently in the corresponding state. The overall system behaviour is a SN × SN
DTMC, hence the state-space explosion problem. Obviously, also the evolution in time of the occupancy
measure vector is a DTMC. As shown in [30], when the number of objects is sufficiently large, the latter
can be approximated by the deterministic solution of a difference equation which is called the mean field.
This convergence result has been exploited in [30] to obtain a ‘fast’ way to stochastically simulate the
evolution of a selected, limited number of specific objects in the context of the overall behaviour of the
population.
We showed that the deterministic iterative procedure of [30] for approximating the occupancy measure combines well with an on-the-fly (thence the “Fly” part of the name of our tool) probabilistic modelchecking procedure for the verification of bounded PCTL formulae addressing selected objects of interest5 . An on-the-fly recursive approach also provides a natural way to address nested path formulae
and time-varying truth values of such formulae. The considered PCTL formulae can be extended with
properties that address the overall status of the system. The use of the mean-field semantics instead of
the standard probabilistic semantics as the underlying semantic model for the on-the-fly procedure produces a dramatic decrease in the number of possible next states to consider in each expansion step of the
algorithm. For instance, in the typical case in which one is interested in analysing the behaviour of one
object (with S states) in the context of a system of N objects, for large N, the number of possible next
states decreases from SN × SN to just S. Examples of application of the scalable approximated population DTMC model-checking technique sketched above can be found in [26, 27, 29, 28, 14]; these include
classical CAS examples like computer epidemic and bike-sharing systems, the Predator-prey model of
Lotka-Volterra as well as approximation of fluid, population CTMC model-checking based on discrete
time—as opposed to the standard, continuous time approach mentioned below.
The work outlined in this section is based on discrete time, clock-synchronous, probabilistic models
of computation. In [6, 5] a similar problem is tackled, but in the continuous time, interleaving and
4

Strictly speaking, thus, this DTMC is time-inhomogeneous.
Note that the transition probabilities of these selected objects at time t may depend on the occupancy measure of the
system at t and therefore also the truth-values of the formulae may vary over time.
5
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stochastic context. In particular, a fluid-flow semantics is used for the system population, the overall
behaviour of which is approximated by the solution of a set of differential equations. In this context, the
behaviour of the selected individual(s) is modelled by a (time-inhomogeneous) Continuous Time Markov
Chain and the properties of interest are expressed in CSL [2, 3]. Preliminary ideas on the exploitation
of mean-field convergence in continuous time for model- checking mean-field models, and in particular
for an extension of the logic CSL, were informally sketched in a presentation at QAPL 2012 [24], but no
model-checking algorithms were presented. Follow-up work on the above mentioned approach can be
found in [23] which relies on the earlier results presented in [6]. We are not aware of other contributions
in the literature addressing scalability of model-checking using mean-field/fluid-flow semantics.

3

Automatic Reasoning About Space

In the previous section it has been underlined that one of the characterising feature of CAS is that they
are large systems. Another feature of such systems is that their global behaviour critically depends on
interactions which are often local in nature. The aspect of locality immediately poses issues of spatial
distribution of objects. There are cases in which the analysis of features of such systems simply cannot
abstract from space. For example, consider a bike (or car) sharing system having several parking stations, and featuring twice as many parking slots as there are vehicles in the system. Ignoring the spatial
dimension, on average, the probability to find completely full or empty parking stations at an arbitrary
station is very low; however, this kind of analysis may be misleading, as in practice some stations are
placed in places which are much more popular than others. Consequently, the probability of finding a
station full or empty heavily depends on the location of the station. In such situations, it is important
to be able to formally reason about spatial properties of CAS and, possibly, to do this with the help of
automatic software tools.
In the tradition of mathematical logic, there is a great deal of literature dealing with the issue of
formalisation of space and of spatial reasoning. In particular, spatial logics take the approach of a spatial
interpretation of modal logics. Dating back to early logicians such as Tarski, it has been shown that
modalities may be interpreted using the concept of neighbourhood in a topological space and it has
been discovered that classical axiomatisations of modal logic like S4 work perfectly well also for the
topological interpretation [1].
The field of spatial logics is well developed in terms of descriptive languages and computability/complexity aspects. However, most of the proposals in the literature are focussed on continuous
models, leaving discrete ones rather unexplored. In addition, and related to this, verification issues, and
in particular model-checking, are not addressed, to the best of our knowledge.
In [10] we take the approach of Galton [17] and use closure spaces as the main domain for space.
Closure spaces generalise the notion of topological spaces in the way briefly described in the sequel.
One of the existing definitions for topological space is that such a space is a pair (X , C ) where X is a set
and the closure operator C : 2X → 2X is a function which has to satisfy the following four axioms for all
A, B ⊆ X :
1. C (0)
/ = 0;
/
2. A ⊆ C (A);
3. C (A ∪ B) = C (A) ∪ C (B);
4. C (C (A)) = C (A).
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In the case of Euclidean spaces, C (X ) is exactly the standard closure of X ; for example we have
C ((0, 1)) = [0, 1].
If we remove the idempotence requirement (axiom 4), we get a closure space. In addition, it can be
seen that any relation R ⊆ X × X immediately induces a closure operator CR . So, in this approach, graphs
and topological spaces are treated in a uniform framework.
We defined a spatial logic, SLCS (Spatial Logic of Closure Spaces), the formulae of which are interpreted over points x in a closure space X . Besides standard conjunction and negation operators we
introduced a ‘near’ operator N and a ‘surrounded’ operator S such that:
x |=X N φ iff x ∈ C ({y|y |=X φ }), and
x |=X φ S ψ iff there exists set A ⊆ X s.t. x ∈ A, A ⊆ {y|y |=X φ } and (C (A) \ A) ⊆ {z|z |=X ψ }.
S is a spatial interpretation of the fundamental until operator from temporal logic. Intuitively, φ S ψ
describes a situation in which it is not possible to ‘escape’ an area of points satisfying φ , without passing
through at least one point that satisfies ψ . To formalise this intuition, we provided also a characterising
theorem that relates infinite paths in a closure space and surrounded formulae.
This small set of operators is surprisingly expressive. For example, a number of interesting derived
operators can be defined, including the well-known spatial ‘somewhere’ and ‘everywhere’ operators, and
various forms of reachability. We finally introduced an efficient model-checking procedure and produced
an implementation of a spatial model-checker called topochecker; the tool is able to interpret spatial
logics on generic graphs including digital images, providing graphical understanding of the meaning
of formulae, and an immediate form of counterexample visualisation. In [9] the logic and the modelchecking procedure have been extended with classical temporal logic operators so that a spatio-temporal
logic and model-checking tool is now available for reasoning about dynamically changing spaces give
rise. For example, one can characterise those points which will eventually be surrounded by points
which may eventually be close to points satisfying φ . Examples of application of SLCS model-checking,
including its spatio-temporal extension can be found in [10, 7, 11, 12, 13]; these include spatio-temporal
model-checking of (digital images of) vehicular movement in public transport systems including bus
clumping avoidance, reachability of exits in a maze, emergency building evacuation and other rescuing
operations, and the study the emergence of patterns in bio-chemical systems.
We are not aware of other published work on spatial or spatio-temporal model-checking with the
exception of [18, 19, 20, 32].
In [18, 19] a variant of spatial logic is proposed in which spatial properties are expressed using
ideas from image processing, namely quad trees. This variant is equipped with practical model checking algorithms and with machine learning procedures and allows one to capture very complex spatial
structures. However, this comes at the price of a complex formulation of spatial properties, which need
to be learned from some template image. The combination of this spatial logic with linear time signal
temporal logic, defined with respect to continuous-valued signals, has recently led to the spatio-temporal
logic SpaTeL [20].
In [32] the Spatial Signal Temporal Logic is presented, which is based on the S operator described
above, extended with a notion of distance. A monitoring algorithm is presented as well, which includes
spatial model-checking functionality as well.
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Conclusions

In this extended abstract, after some general personal considerations on the role of Formal Methods in
System Engineering, two examples of useful techniques for the analysis of important features of CAS
have been briefly presented which, although both giving rise to tools belonging to the category of “pushbutton” tools, are based on deep mathematical theories; specifically a convergence theory for stochastic
processes and the theory of topological and closure spaces. Our future plan is to integrate the results
mentioned above.
For instance, it has been shown that an appropriate interaction paradigm for CAS is one which allows
system components to communicate using multi-cast send/receive primitives where the partners of interest are identified by means of predicates on dynamic features of the components, typically represented by
the current values of specific component attributes [16, 31]. To that purpose, each component is typically
constituted by a process behaviour and by a store where attribute values are kept. So, in [14] we provide
a front-end language for FlyFast allowing for the use of object attribute-/predicate-based communication, where attributes can take points in closure spaces as values, among others, and simple predicates
can be used for controlling object communication. Another challenging line of research would be to
extend the predicate based interaction paradigm with the possibility of using SLCS (and its extension’s)
formulae as predicates in component interaction. Similarly challenging would be to provide components
with reasoning capabilities using their store. For example, in [8] we show an example where closure
spaces are used not only for modelling the space where components live, but also for supporting reasoning capabilities of individual components about (their location in) space during their own execution.
Such reasoning capabilities are quite primitive in the example mentioned above; it would be interesting
to investigate more sophisticated reasoning techniques, including spatial model-checking, in the general
component and system modelling/verification techniques and tool support framework.
A closely related research line which we have started recently is the combination of statistical modelchecking [25, 33] with spatio-temporal model-checking. An example of application of the combined
technique to the analysis of a bike-sharing system of the size of the London one is presented in [15]. An
application in the area of medical imaging is reported in a paper elsewhere in these proceedings.
Further work is also required at the level of the spatial logic itself. We have recently started working
on an additional operator P: intuitively the formula φ P ψ describes a situation in which the points
satisfying ψ can be reached by paths rooted in points satisfying φ and, for the rest, composed only
of points satisfying ψ ; we furthermore are extending the logic with operators for collective properties,
namely properties which are satisfied by connected sets of points, rather than points in isolation; in
addition, we are investigating a alternative definitions of the satisfaction relation, based on the notion of
spatial paths, which we hope pave the way for the application of the logic in reasoning about continuous
space; the interested reader is referred to [12].
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A. Horváth, P. Buchholz, V. Cortellessa, L. Muscariello & M. Squillante, editors: 7th International Conference on Performance Evaluation Methodologies and Tools, ValueTools ’13, Torino, Italy, December 10-12,
2013, ICST/ACM, pp. 310–315, doi:10.4108/icst.valuetools.2013.254377.

Challenges in Quantitative Abstractions for
Collective Adaptive Systems
Mirco Tribastone
IMT School for Advanced Studies Lucca, Italy
mirco.tribastone@imtlucca.it

Like with most large-scale systems, the evaluation of quantitative properties of collective adaptive
systems is an important issue that crosscuts all its development stages, from design (in the case
of engineered systems) to runtime monitoring and control. Unfortunately it is a difficult problem
to tackle in general, due to the typically high computational cost involved in the analysis. This
calls for the development of appropriate quantitative abstraction techniques that preserve most of the
system’s dynamical behaviour using a more compact representation. This paper focuses on models
based on ordinary differential equations and reviews recent results where abstraction is achieved
by aggregation of variables, reflecting on the shortcomings in the state of the art and setting out
challenges for future research.

1

Introduction

Collective adaptive systems (CAS) generally consist of a large number of entities that evolve according
to local interactions, across multiple time and space scales, in order to achieve their own objectives. Their
behaviour is influenced by such interactions as well as by changes in the environment. As a result, one
typically deals with a highly complex system where the overall dynamics cannot be directly inferred from
the analysis of the individual entities taken in isolation. This poses a serious problem to our capability
of reasoning about CAS effectively. Indeed, for analysis purposes the availability of a model (e.g., an
analytical description or discrete-event simulation) greatly helps understand the behaviour under a variety
of conditions which would be otherwise difficult, or even impossible, to exercise on the concrete system
under consideration. However, the impossibility of studying isolated CAS entities in a model requires
the construction of the product space of the system that explicitly accounts for all possible interactions
between agents. Because of the large scale involved, this clearly incurs the well-known problem of state
explosion, affecting both qualitative and quantitative analysis efforts. In the latter case, it is worth to note
that state explosion is not merely a computational problem: higher level of detail in the model implies a
larger parameter space, which requires substantial effort for measurement, calibration, and validation.
By abstraction we mean a range of techniques where the basic idea is to construct a smaller CAS
model, with fewer variables and/or parameters, that can yet preserve most of the dynamics of the original
one. Such a more compact representation may be useful, for example, to provide a more intelligible
description that ignores original low-level details, or to perform computational analyses more efficiently.
Many branches of science and engineering that deal with CAS-like systems have acknowledged the
importance of developing abstraction techniques, for instance:
• Ecological systems are a prototypical example of (natural) CAS with massive populations of entities interacting with and adapting to the environment. And ecology is a discipline where quantitative abstractions have long been understood (e.g., [18]), motivated by the clear presence of
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multiple levels of hierarchy—from molecules to whole organisms in their ecosystem—and a high
degree of heterogeneity, e.g., individuals of different age and metabolism, at various locations in
space. Here, a large body of work has considered abstractions through aggregations of large-scale
dynamical models of ecosystems, e.g., based on differential or difference equations. Aggregation
is a coarsening of the state space that leads to a self-consistent smaller dynamical system where
each “macro-variable” appropriately represents a group of “micro-variables” in the original model.
Aggregations have been developed to ignore, e.g., age differences in population models [18] or exploit the separation of time scales typical of ecological systems (see [2] for a survey).
• In physics, cellular automata are a basic model to describe complex phenomena such as chaos and
fractals, arising from simple interactions between agents with small state spaces. Coarse graining
methods identify groups of neighbouring cells for which an aggregate dynamics can still describe
the overall behaviour of the original model [17].
• In computational systems biology, a wealth of abstraction techniques have been developed to cope
with the combinatorial explosion of the state space of mechanistic dynamical models based on
ordinary differential equations (ODEs) for the modelling of protein interaction networks (e.g. [5,
14]). Here, available methods consider a covering of the state space (where a variable may appear
in more than one group) [14]; quotienting, induced by a partition of the ODE variables (e.g., [15]);
and aggregations exploiting time-scale separation (e.g., [23]).
• Large-scale dynamical systems are routinely encountered in control engineering. Here, starting
with Aoki [1], numerous approaches have considered the transformation of the original model into
a reduced one that preserves controllability, i.e., the capability of bringing the system to a desired
state by an appropriate choice of control inputs [26].
A common feature shared by these examples is that CAS can be effectively described using dynamical systems. Even when the original description is a Markov chain, the underlying behaviour is
characterised by a (large-scale) system of difference/differential equations (i.e., the forward equations
of motion of the probability distribution). This paper briefly reviews recently developed techniques that
consider the abstraction problem from an algorithmic viewpoint [7, 9, 8], with the intent of computing
reduced dynamical systems that enjoy the following properties:
P1. The abstraction should come with formal guarantees on the relationship between the abstract dynamics and the original one. This enables the modeller to use the abstract model with full confidence in
the results of the analysis.
P2. The construction of the abstract model should be fully automatic, since the original model is likely
to be unintelligible due to size.
P3. The method should be generic in order to be applicable to as wide a range of CAS models as possible.
P4. The abstract model should preserve user-defined observables of the original system. For instance, it
should be possible to fully recover the dynamics of selected variables of the original model.
The techniques discussed here revolve around the notion of differential equivalence, an equivalence
relation over the variables of a dynamical system that induces a reduced model where each macrovariable represents the aggregate dynamics of an equivalence class. Although the theory considers firstorder ODEs, it straightforwardly carries over to their discrete-time analogues. After a brief introduction
in Section 2, some challenges for future research in this area are discussed in detail in Section 3.
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Differential Equivalences

According to the terminology above, differential equivalences induce a quotienting of the ODE variables.
Two distinct flavours have been provided in [9]. Forward differential equivalence (FDE) is such that a
macro-variable describes the sum of the variables of an equivalence class. For instance, consider:
ẋ1 = −x1 ,

ẋ2 = k1 · x1 − x2 ,

ẋ3 = k2 · x1 − x3 ,

(1)

where k1 and k2 are constants and the ‘dot’ operator denotes the derivative operator (with respect to time).
Then, {{x1 }, {x2 , x3 }} is an FDE because
˙ x3 ) = ẋ2 + ẋ3 = (k1 + k2 ) · x1 − (x2 + x3 ).
(x2 +

ẋ1 = −x1 ,

(2)

By the change of variable y = x2 + x3 , this is equivalent to writing
ẋ1 = −x1

ẏ = (k1 + k2 ) · x1 − y.

In this quotient model, whenever the initial condition (at time point 0) satisfies y(0) = x2 (0) + x3 (0) we
get that y(t) = x2 (t) + x3 (t) at all time points t.
Backward differential equivalence (BDE) equates variables that have the same solutions at all time
points. In (1), {{x1 }, {x2 , x3 }} is also a BDE provided that k1 = k2 . In this case, we obtain a quotient
ODE by removing either equation between x2 and x3 , say x3 , and rewriting every occurrence of x3 as x2 :
ẋ1 = −x1

ẋ2 = k1 · x1 − x2 .

Both FDE and BDE satisfy P1 because the relationship between the original model and the abstract
one is exact; there is, however, loss of information when FDE is applied because the individual traces
of the members of an equivalence class may not be recovered in general. Differential equivalences are
closely related to the notion of exact ODE lumpability, very well understood in the chemistry literature
(e.g., [27, 24, 22]). However this approach lacks of an automatic way of identifying lumping schemes
(e.g., [31]). To cope with this, i.e., to satisfy P2, restrictions are imposed to be able to develop minimisation algorithms.
Symbolic minimisation. In [9] each ODE variable is treated explicitly as a real function and a differential equivalence is encoded in a logical formula over ODE variables. Thus, checking whether a candidate
partition is BDE/FDE can be done symbolically using an encoding into satisfiability modulo theories
(SMT) [4]. In fact, differential equivalences belong to the quantifier-free fragment of first-order logic. It
is possible to restrict the admissible ODE systems to those for which an SMT solver for nonlinear real
arithmetic — e.g., Z3 [10] — is a decision procedure. This can be done by, roughly speaking, excluding
trigonometric functions (somewhat satisfying P3).
Let us consider the example (1), assuming k1 = k2 = 1. The condition for {{x1 }, {x2 , x3 }} to be a
BDE can be shown to correspond to requiring that related variables with equal assignments always have
equal derivatives. This can be encoded in a logical formula φ thus:
φ := x2 = x3 ⇒ k1 · x1 − x2 = k2 · x1 − x3 .
The SMT check sat(¬φ ) looks for an assignment of the variables x1 , x2 , and x3 for which ¬φ holds.
Thus, the partition is a BDE if and only if the procedure returns “unsat” (as it is obviously the case in
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this example). More interestingly, it is possible to exploit the ability of the solver to return a witness in
case of satisfiability. This can be interpreted as a counterexample that distinguishes variables originally
supposed to be equivalent. For instance, an SMT check for the candidate BDE partition {{x1 , x2 , x3 }}
might return the witness (x1 = 1, x2 = 1, x3 = 1), which yields derivatives that are not equivalent (ẋ1 =
−1, ẋ2 = 0, ẋ3 = 0). This suggests the implementation of an algorithm that splits the partition in such a
way to preserve the equalities in the witness. That is, at the next iteration the candidate BDE partition
would be {{x1 }, {x2 , x3 }}. It turns out that such an algorithm does iteratively compute the largest BDE
that refines a given initial partition of ODE variables. This algorithm also meets P4: indeed each variable
that should be treated as an observable can be put in a singleton initial block.
Syntax-driven minimisation. A more efficient minimisation algorithm can be provided for ODEs with
derivatives that are multivariate polynomials of degree at most two [8]. This covers the ubiquitous linear
systems as well as chemical reaction networks, at the basis of the aforementioned dynamic models in
systems biology. At the basis of this approach is a finitary representation of an ODE system as a so-called
reaction network (RN), consisting of species/variables interacting by means of reactions parameterised
by a real value. On this representation two bisimulation equivalences, the forward and backward RN
bisimulations, are related to FDE and BDE, respectively [7]. This makes such bisimulations similar in
spirit to quantitative equivalences on labelled transition systems, e.g., Larsen and Skou’s probabilistic
bisimulation [21]. In particular, the computation of the largest RN bisimulations that refine a given
partition can be computed using an appropriate variant of Paige and Tarjan’s famous algorithm [25].
In [8] a partition refinement algorithm is developed along the lines of efficient analogues for Markov
chain lumping such as [12] and [32], and for probabilistic transition systems [3]. This computes the
largest FB/BB refining a given partition of variables in O(mn log n) time, where m is the number of
monomials in the ODE system and n is the number of variables.

3

Outlook

The differential equivalences reviewed in this paper allow automatic reductions of ODE systems. The
benchmarks in [8] show that the algorithms for reduction up to forward and backward bisimulations can
scale to systems with millions of variables and monomials, terminating in a few seconds also in some
challenging models. There are, however, further challenges ahead which we wish to tackle.
Forward bisimulation is only a sufficient condition for FDE; while it has been shown to yield significant reductions in practice [7, 8], some other examples from the literature demonstrate that the algorithm may miss some FDE reductions (see [9]). Ongoing work is aiming to develop a new variant of
forward bisimulation that characterises FDE (for multivariate polynomial derivatives of degree at most
two). Backward bisimulation, on the other hand, does characterise BDE. In this case, the specialised
partition-refinement algorithm of [8] is to be preferred over the symbolic SMT-based approach of [9] for
computational reasons, since we observed runtimes generally separated by two/three orders of magnitude
in our experiments. This is an unsurprising fact because the SMT-based approach does not exploit the
finitary RN representation of [8], where no symbolic computation is performed. We plan to exploit the
advantage of the RN representation, extending [8] to polynomial derivatives with arbitrary degree.
The whole SMT technology has been treated as a black box in our proof-of-concept experiments,
despite the well-known fact that appropriate heuristics for SMT can sensibly affect the runtimes. Developing problem-specific solution strategies for differential equivalences is an interesting line of research;
a natural question to investigate is the possibility of parallelising the SMT checks at every iteration of
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the partition refinement. Improving the scalability of the SMT approach will be advantageous for all
such models that do not feature degree-two polynomial derivatives. Examples are: third-body reactions
(giving degree-three polynomials), appearing frequently in chemical engineering [31]; chemical reaction
networks that are based on different kinetics than mass-action, such as Hill’s [33]; and ODE performance
models of computing systems, such as those based on minimum-rate semantics (e.g., stochastic process
algebra [29] and queuing networks [28]). In addition, also the models that admit the RN representation
may benefit from improvements made in our SMT approach. For instance, the symbolic checks may be
used in models with uncertainties in rates (a well-known issue in mathematical biology): here the SMT
framework can already be easily extended to compute partitions that are differential equivalences under
all possible assignments of such uncertain parameters, left as free variables in the satisfiability problem
(similarly to the SMT-based parametric minimisation approach of [11] for probabilistic models written
in PRISM [19]).
Lastly, it has long been argued that exact reduction techniques such as the ones presented here are too
restrictive because they are sensitive to the values of the parameters. It is natural to consider approximate
variants (e.g., [6, 13, 20]) as weaker notions that, for instance, allow variability in the parameters, considering the exact versions as a degenerate case in which no such variability is needed. We remark that,
at least for the numerical benchmarks considered so far with realistic models, the exact reductions can already be quite effective. Of course, approximate ones might be able to provide even coarser descriptions.
In this case, however, the main challenge is to be able to relate the variability in the parameters tolerated
by the coarsening procedure with the error incurred when considering an approximate, smaller model,
instead of the original one. This issue has been attempted by some previous work which has provided an
asymptotic result of correctness of the approximation for small enough perturbations [16]. This has been
further improved upon using differential inequalities in [30], providing more usable bounds that however tend to degrade for larger perturbations. In this respect, two orthogonal lines of research may look
into the problem of improving the quality of the bounds and automatically detecting near-symmetries to
synthesise candidate approximately reduced models.
Acknowledgement. This work is partially supported by the EU project QUANTICOL (http://www.
quanticol.eu), 600708. The author is indebted to Luca Cardelli, Max Tschaikowski, and Andrea
Vandin for their collaboration in [7, 9, 8] and the numerous fruitful discussions.
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We concentrate our study on a recent process algebra – PALOMA – intended to capture interactions
between spatially distributed agents, for example in collective adaptive systems. New agent-based
semantic rules for deriving the underlying continuous time Markov chain are given in terms of State
to Function Labelled Transition Systems. Furthermore we define a bisimulation with respect to an
isometric transformation of space allowing us to compare PALOMA models with respect to their
relative rather than absolute locations.

1

Introduction

PALOMA (Process Algebra for Located Markovian Agents) [3, 4] is a novel stochastic process algebra
which captures the behaviour of agents who are distributed in space and whose interactions are affected
by their relative positions. This model can be thought to capture many modern systems where, for example, the range of communication may be limited for devices using wireless communication technologies
or some areas may be known “dead zones” from which no communication is possible. In this paper we
consider what it means for two agents to be equivalent, taking into consideration both their behaviour and
their location, and develop the formal underpinnings to allow such equivalence to be rigorously studied.
The notion of Markovian bisimulation has become standard for stochastic process algebras, but as
we will discuss, applied naively this approach to equivalence checking is too strong, leaving little opportunity for a notion of equivalence that is not isomorphism. Instead here we consider equivalence of a
component within the context of a given system. This supports the idea of being able to substitute one
component, perhaps with a more efficient implementation, for another within a given system even though
they may not exhibit exactly the same behaviour in arbitrary contexts. Similarly, when we come to consider the spatial aspects of behaviour our notion of equivalence aims to capture the relative positions of
components, rather than their absolute locations.
In this brief paper we aim to give the intuition and ideas behind our bisimulation, without giving all
the definitions. The rest of the paper is structured as follows. In Section 2 we give a brief introduction
to the PALOMA modelling language, while the semantics of the language is outlined in Section 3. In
Section 4 we discuss a notion of equivalence based on equivalent relative positions and behaviours. We
present our conclusions and discuss further work in Section 5.

2

PALOMA language

In this section we give a brief introduction to PALOMA; the interested reader is referred to [3, 4] for
more details. The spatial distribution of agents is a key feature of PALOMA models and we assume that
there exists a finite set of locations, Loc and all agent expressions in PALOMA are parameterised by a
location ℓ ∈ Loc, indicating the current location of the agent.
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The grammar of the language is as follows:

#»
#»
π ::= !!(α , r)@ IR{ ℓ } | ??(α , p)@Wt{w} | !(α , r)@ IR{ ℓ } | ?(α , p)@ Pr{q} | (α , r)
S(ℓ) ::= π .S′(ℓ′ ) | S1 (ℓ) + S2(ℓ) | C
P ::= S(ℓ) | P k P

The two-level grammar, defines individual agents S(ℓ), whose behaviours are specified by the actions
they can undertake, with possible alternatives, and model components P, which are comprised of parallel
compositions of agents. The behaviour of individual agents are given by actions of five distinct types:
#»
Unicast output !!(α , r)@ IR{ ℓ }: Unicast is for point-to-point communication between a pair of agents
and is included in the language to model contention for resources in systems. Each unicast output
message has a label, α , and a rate r, that determines the rate at which the output is performed.
#»
The message is sent to locations specified by the set ℓ ∈ 2Loc interpreted as the influence range.
Any agent located within that range, which enables the corresponding α -labelled unicast input
action, is eligible to receive the action — that is, the label α is used to identify agents that can
communicate with each other. Unicast actions are blocking meaning that the sending agent can
only proceed when there is a eligible receiver.
Unicast input ??(α , p)@Wt{w}: Each eligible receiver of a unicast message α must be located within
the specified influence range, and each will have an associated weight w. The weights are used
to define a probability distribution over the eligible receivers, i.e. if there are i potential receivers,
each with weight wi and W = ∑i wi then the probability that the jth agent receives the message
is w j /W . Once the message is received the receiving agent may or may not act on the message
(reflecting message failure, corruption etc.) with the specified probability p i.e. with probability
1 − p the agent will not act on the message received. If this occurs the message is lost — it is not
the case that it is subsequently assigned to one of the other eligible receivers.
#»
Broadcast output !(α , r)@ IR{ ℓ }: As its name suggests, a broadcast action allows its sender to influence multiple other agents. As with the unicast output action, a broadcast output message labelled
#»
α is sent with a specified influence range ℓ and at a specified rate r. All agents with broadcast
input prefix on label α located within that range may receive the message. Moreover the output
proceeds regardless of whether there are any eligible receivers so broadcast output is non-blocking
for the sender.
Broadcast input ?(α , p)@ Pr{q}: Each eligible receiver of a broadcast message α must be located
within the specified input range. Each such agent has a likelihood of receiving the message,
recorded in the probability q. For example, agents closer to the sender may be more likely to
receive the message. Each agent independently decides whether the broadcast is received or not
(Bernoulli trials). As with unicast input, the receiving agent may or may not act on the message
with the specified probability p i.e. with probability 1 − p the agent will not act on the message
received.
Spontaneous action (α , r): These actions do not represent a communication but rather an individual
action by the agent which may change the state of the agent, for example, its location. These can
also be thought of as broadcast output actions whose influence range is the empty set.
All rates are assumed to be parameters of exponential distributions, meaning that the underlying stochastic model of a PALOMA model is a continuous time Markov chain (CTMC).
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Example 2.1. Consider agents Transmitter and Receiver such that
Receiver(ℓ)

:= ??(message, p)@ Wt{v}.Receiver(ℓ)
#»
Transmitter(ℓ) := !!(message, r)@ IR{ ℓ }.Transmitter(ℓ)
#»
where ℓ denotes the current location of the agent and ℓ denotes a set of locations in the range of the
unicast message emitted by action message. In a system where no agent sends a message agent Receiver
does not perform any action. On the other hand if there is a component, say Tranmitter, that outputs a
message and the location of Receiver is in the influence range of the message then Receiver performs
message with a rate dependent on the rate at which Transmitter unicasts message and the probability that
Receiver receives it. Similarly, if the component Transmitter does not have a recipient for the message,
it remains blocked and never performs an action.

2.1 Conditional exit rates and probabilities
Notions of equivalence in process algebras, such as bisimulation [8], are typically based on the idea of
a pair of agents each being able to match the behaviour of the other. In the case of stochastic process
algebras such as PEPA, not only the type of action but also the rates at which they occur must in some
sense be matched [5]. In order to make similar definitions for PALOMA we need to define some auxiliary
functions which, given a syntactic expression, extract information about the rates and probabilities which
may be exhibited by the term. Space limitations do not allow us to present all of them here, but we present
those for unicast, which is the most involved case, to give the reader an impression of how we proceed.
Denote the set of all sequential components of PALOMA parametrised by their location by CS and
the set of model components by C . Let the set of action labels be defined as Lab and the set of action
types as Type = {!!, ??, !, ?, ·}, where the interpretation of the symbols is clear, corresponding to the
action types discussed above. Let Act denote the set of all actions. The actions in the set Act = Type ×
Lab are defined by their label and their type. Let A be the set of all syntactically defined actions.
Define the function ΠAct : A → Act as a projection returning the label of the action with its type, e.g.
ΠAct (??(α , p)@ Wt{v}) = ??α . Similarly define the projection ΠLab : Act → Lab returning just the label
of the action and the function ΠType : Act → Type returning the type of an action.
Denote by ΠLoc the function returning the set of locations spanned by a model component.
ΠLoc (S1 (ℓ1 ) k · · · k Sn (ℓn )) =

n
[

i=1

{ℓi }

Note that in the case of sequential components ΠLoc will result in a singleton set — the location of the
sequential component.
Suppose Sys = S1 (ℓ1 )k· · · kSn (ℓn ) ∈ C for n ∈ N+ . Let the function seq return the set of all sequential
components of Sys in a set of locations L.
seq(Sys, L) = {Si (ℓi ) | ΠLoc (Si (ℓi )) ∈ L}
2.1.1

Context unaware definitions

When we consider a PALOMA component in isolation we can use the syntax to find the potential rate,
weight or probability associated with this component and a given action. Similar functions are defined for
each form of prefix. From the point of view of the originator of a unicast action, the important measure
is the rate at which the action is preformed.
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#»
Definition 2.1. For all α ∈ Lab, a ∈ A , ℓ ∈ 2Loc , and S ∈ CS define the function sα!! returning the rate
of a unicast output action labelled α as follows.
(


r for α = β
#»
!!
sα !!(β , r)@ IR{ ℓ }.S(ℓ) =
0 otherwise
s!!α (a.S(ℓ))

=

s!!α (S1 (ℓ) + S2 (ℓ))

=

if ΠType (a) 6= !!
!!
sα (S1 (ℓ)) + s!!α (S2 (ℓ))

0

Example 2.2. Consider the following components
Tester(ℓ0 )

:= (message, r).Tester(ℓ0 )

Transmitter(ℓ0 ) := !!(message, r).Transmitter(ℓ0 )
Receiver(ℓ1 )

:= ??(message, p)@ Wt{v}.Receiver(ℓ1 )

Based on these definitions we can find:
s!!message (Tester(ℓ0 ) + Transmitter(ℓ0 )) = 0 + r = r

s!!message (Receiver(ℓ1 )) = 0

The rest of the context unaware definitions are given in a similar vein and just extract necessary
syntactic information from the component definitions. Specifically we define the following functions:
Unicast influence range ΠUniIR (S, α ): Given that S has a unicast output prefix with label α , the function returns the influence range of unicast message α defined in the prefix. Otherwise, the function
returns the empty set 0.
/
Weight function wα (S): For a sequential component S the function wα (S) is defined similarly to sα!! with
base case wα (??(α , p)@ Wt{w}.S) = w. In addition we define the weight function over parallel
compositions and sets of sequential components by summing over the weights for each sequential
component in the parallel composition or set.
!!
??
Probability function p??
α (S): This is again similar to sα with base case pα (??(α , p)@ Wt{w}.S) = p.

Example 2.3. Consider the following sequential components.
#»
Transmitter(ℓ0 ) := !!(message, r)@ IR{ ℓ }.Transmitter(ℓ0 )

Receiver1(ℓ1 )

Receiver2(ℓ2 )

:= ??(message, p)@ Wt{wr1 }.Receiver1(ℓ1 )
:= ??(message, q)@ Wt{wr2 }.Receiver2(ℓ2 )

For the system given by Sys = Transmitter(ℓ0 ) k Receiver1(ℓ1 ) k Receiver2(ℓ2 ) the weight for receiving
a unicast message message is calculated as
wmessage (Sys) = wmessage (Transmitter(ℓ0 ) k Receiver1(ℓ1 ) k Receiver2(ℓ2 )) = wr1 + wr2

2.2 Context-aware conditional exit rates
Unfortunately the syntactic information alone is not sufficient to determine the rate at which an action
will be witnessed in a PALOMA system. The spatial aspect, as captured by the influence range, plays an
important role in determining both which actions are possible and potentially their rates and probabilities.
Thus we also define some context-dependent functions.
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Definition 2.2. Let α be an action label in Lab. Define the rate at which the component S(ℓ) ∈ CS is
capable of unicasting a message labelled α to a location ℓ′ as follows:
(
#»
s!! (!!(β , r)@ IR{ ℓ }.S(ℓ)) if ℓ′ ∈ ΠUniIR (S(ℓ), α ) and α = β
#»
′
uα (ℓ , !!(β , r)@ IR{ ℓ }.S(ℓ)) = α
0
otherwise
uα (ℓ′ , S1 (ℓ) + S2 (ℓ))

uα (ℓ′ , S1 (ℓ)) + uα (ℓ′ , S2 (ℓ))

=

Definition 2.3. Suppose P = S1 (ℓ1 ) k · · · k Sn (ℓn ) ∈ C for n ∈ N+ is a model component with Si (ℓi ) ∈ CS
for all 1 ≤ i ≤ n. Let Sys be any other system serving as context. Let uα (ℓ, Sys, P) be the rate at which a
model component P unicasts a message labelled α to location ℓ in the context of Sys, defined as
uα (ℓ, Sys, P) =

∑

S∈seq(P)

uα (ℓ, S) × 1>0 {wα (seq(Sys k P, ΠUniIR (S, α )))}

(
1 x>0
where 1>0 (x) =
0 otherwise

For each sequential component S of P we calculate the total weight over the components in the influence
range of S. The indicator function 1>0 is set to 1 if this weight is greater than 0 — meaning there
are eligible receivers in the influence range. The rate at which P unicasts a message α to location ℓ is
then defined as the sum of rates at which each sequential component S of P is capable of said unicast
multiplied by the indicator function ensuring that the blocking nature of unicast is taken into account.
The next definition deals with determining the probability of a sequential component receiving the
unicast message.
Definition 2.4. Let S1 (ℓ) and S2 (ℓ′ ) be sequential components and Sys ∈ C any model component.
#»
Suppose !!(α , r)@ IR{ ℓ }.S2′ (ℓ′′ ) is a prefix guarded term in the expression of S2 (ℓ′ ). Then we define
the probability of S1 (ℓ) receiving a unicast message with label α from S2 (ℓ′ ), when composed in parallel
with Sys and S2 (ℓ′ ), to be:
(
#»
wα (S1 (ℓ))
if ℓ ∈ ℓ
#»
′
w
(seq(SyskS
(ℓ),
ℓ
))
α
1
pα (S1 (ℓ), Sys, S2 (ℓ )) =
0
otherwise
Once similar definitions have been defined for broadcast and spontaneous actions we are in a position
to define the context-aware exit rate.
Definition 2.5. Let Sys ∈ C be a system in which the component S ∈ CS appears. Let a ∈ A be any
action with label α . Define the context-aware exit rate R for agents by the following:

if ΠType (a) = ·
sα (S(ℓ0 ))





bα (S(ℓ0 ))
if ΠType (a) = !




?
bα (ℓ0 , Sys)pα (S(ℓ0 ))
if ΠType (a) = ?
Ra (Sys, S(ℓ0 )) =
 max {uα (ℓ, Sys, S(ℓ0 ))}
if ΠType (a) = !!



ℓ∈ΠLoc (Sys)




uα (ℓ0 , Sys, T )pα (S(ℓ0 ), Sys, T )p??
 ∑
α (S(ℓ0 )) if ΠType (a) = ??
T ∈Seq(Sys)

Now consider a model component P = S1 (ℓ1 ) k · · · k Sn (ℓn ) with Si (ℓi ) ∈ CS for all 1 ≤ i ≤ n (n ∈ N) and
suppose it is a part of the system Sys. Then define
n

Ra (Sys, P) = ∑ Ra (Sys k (P \ Si (ℓi )), Si (ℓi ))
i=1
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where P \ Si (ℓi ) denotes the model component P with Si (ℓi ) removed.

Finally we define the rate at which action a ∈ Act is performed over a set of locations.

Definition 2.6. Consider a model component P = S1 (ℓ1 ) k · · · k Sn (ℓn ) with Si (ℓi ) ∈ CS for all 1 ≤ i ≤ n
(n ∈ N) and suppose it is a part of the system Sys. Let L be a set of locations of interest. We define
Ra (L, Sys, P), the rate at which action a is performed by P in locations L, within the context of system
Sys to be:
Ra (L, Sys, P) =

∑

S ∈ seq(P,L)

3

Ra (Sys k (P \ S), S)

Semantics

The definition of the semantics of PALOMA will proceed in the FuTS (State to Function Labelled Transition Systems) framework as presented in [2]. In general, the transition rules in FuTSs are given as
triplets s λ f where s denotes a source state, λ the label of the transition and f the continuation function associating a value of suitable type to each state s′ . The shorthand [s1 7→ v1 , · · · , sn 7→ vn ] is used to
denote a function f such that f (si ) = vi for i = 1, · · · n. This kind of functional treatment of transition
rules is going to allow us to give more concise definitions of semantic rules as many possible branches
of model evolutions can be captured within a single rule.
In the case of PALOMA semantics we are going to define the set of states as the set of all model components C . For convenience, the treatment of semantic rules is split into two steps where the following
types of transition relations are considered separately:
Capability relation Denoted by s λ c f where f : C → [0, 1]. The aim is to describe actions that a
defined model component is capable of and introduce probabilities for all possible states resulting
from the said action firing. For example, a component including a prefix for unicast input will
be capable of the unicast input action firing with some probability dependent on the context. The
function f will assign a probability for possible continuation states.
Stochastic relation Denoted by s λ s f where f : C → R≥0 . These rules are used to generate the CTMC
and thus need to assign rates to each available transition.
As mentioned in Section 2, the calculation of rates of actions for each component depend the system they
appear in (a PALOMA model component) and thus we use Sys as a place-holder for any such PALOMA
model component serving as context. In the following, we use P1 ≡ P2 to denote that model components
P1 and P2 are syntactically equivalent.

3.1 Capability relations
The only capability relations of interest here are ones for broadcast and unicast input actions as these are
the only ones that can either succeed or fail depending on the rest of the context system Sys.
The labels λc , of the FuTSs rules are given by the following grammar where α ∈ Lab denotes the
action labels:
#»
λc ::= (?α , ℓ , Sys) Broadcast input
#»
| (??α , ℓ , Sys) Unicast input
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#»
if ΠLoc (?(α , p)@ Pr{q}.S) ∈ ℓ

#»

(?α , ℓ , Sys)

?(α , p)@ Pr{q}.S

f

c

#»
(??α , ℓ , Sys)

??(α , p)@ Wt{w}.S

#»
if ΠLoc (??(α , p)@ Wt{w}.S) ∈ ℓ

f

c



 pq
f (s) = 1 − pq


0

if s ≡ S
if s ≡ ?(α , p)@ Pr{q}.S
otherwise

 wp



 wα (Seq)


f (s) = w(1 − p)


 wα (Seq)



0

if s ≡ S
if s ≡ ??(α , p)@ Wt{w}.S
otherwise

#»
where Seq = seq(Sys, ℓ )
#»

BrSystem

P1

(?α , ℓ , Sys)

#»

c f1

P1 k P2

(?α , ℓ , Sys)

P2

#»
(?α , ℓ , Sys)

c

#»

ParllelUniIn

S1

g
#»

(??α , ℓ , Sys)

c f1

S2

(??α , ℓ , Sys)

c f2

#»

S1 k S2
Choice

c f2

P1

λc

P1 + P2

c
λc

(??α , ℓ , Sys)

f
c

P2
f

c

g
λc

P1 + P2

c
λc

f
c

g(s) =

(

f1 (P1′ ) f2 (P2′ )
0

if s ≡ P1′ k P2′
otherwise


′
′

 f1 (S1 ) if s ≡ S1 k S2
g(s) = f2 (S2′ ) if s ≡ S1 k S2′


0
otherwise
Constant

f

P

λc

c

X

f

X := P
λc

c

f

Figure 1: Capability rules for communication
The semantic rules given in Figure 1 use the definitions from Section 2 to extract necessary information from the syntactic definitions of components.
The rules BrIn and UniIn are the primitive rules describing the capability of sequential components
#»
to perform a broadcast or unicast input action, respectively, given the set of locations ℓ denoting the
influence range of the message and a context system Sys. In both cases the function f , which is defined
over all states, gives the probability of a transition to each state given the action has fired. For BrIn the
calculation only depends on the parameters p and q given explicitly in the syntactic definition of the
w
, is calculated on
component. For UniIn the likelihood of the component receiving the message, wα (Sys)
the basis that there may be many eligible receivers of the given message in Sys.
The rule BrSystem is used to deal with parallel compositions of model components that can act as
broadcast message receivers. Note that the outcomes of all the broadcast input actions in a system are
independent of each other. Thus the probability of P1 k P2 transitioning to P1′ k P2′ due to a broadcast input
action is the product of the probabilities of P1 and P2 respectively making the corresponding transitions.
For unicast input actions the rule ParllelUniIn is just saying that no two components can perform the
unicast input on the same label simultaneously.

3.2 Stochastic relations
Firstly we need to define a set of labels for stochastic relations. It will be necessary to carry around
#»
the set of locations ℓ in the labels to distinguish between actions having the same label and type but
affecting a different set of components due to their influence range. In addition, including the system Sys
in the labels ensures that the communication rules are only applied to components in the same system.
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The set of labels for stochastic relations is thus defined as follows:

λs ::= (α , 0,
/ Sys)
#»
| (!α , ℓ , Sys)
#»
| (!!α , ℓ , Sys)

Spontaneous action
Broadcast communication
Unicast communication

The stochastic rules are summarised in Figure 2. Firstly we have rules Br, Uni and SpAct that just
define the primitive rules for all spontaneous actions and give the rates at which the defined transitions
can happen. For the rule Uni the side-condition is needed to ensure that there are eligible receivers
available in the system.
The rules BrCombo and UniPair are to combine the capability rules with stochastic rules to give rates
of system state transitions that are induced by broadcast or unicast message passing. BrCombo takes as
premise the existence of components S and P such that S can perform the broadcast communication
action defined by stochastic relations and P is capable of broadcast input. The rate at which the parallel
composition S k P reaches the next state S′ k P′ is given by the function f ⊗ g which is defined as the
product of f applied to the S′ and g applied to P. The unicast case is treated similarly.
Br

#»
!(α ,r)@ IR{ ℓ }.S
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#»
!!(α ,r)@ IR{ ℓ }.S
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s

#»
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#»
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(??α , ℓ , Sys)

c
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0
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(c) Rules for composition

Figure 2: Stochastic rules for rates
Suppose we want to derive a CTMC for the evolution of the model component Sys. For that we need
to consider all enabled stochastic transition rules from Sys. The CTMC has a transition from the state Sys
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to Sys′ if there is a transition Sys λs s f such that f (Sys) 6= 0. The next step is to consider all transitions
from Sys′ and so on recursively until no new states are discovered and the full CTMC is generated.

4

Equivalence relations

Firstly we will briefly cover a naive attempt to define a bisimulation on sequential components of
PALOMA to demonstrate why it is not entirely trivial to deal with spatial properties of PALOMA models. The approach that allows us to relax the conditions on spatial properties of defined models will be
described in more detail.
a
In terms of semantic rules introduced in Section 3 we are going to say that S −
→ S′ holds if there is a
stochastic transition Sys λs s f and a system Sys′ such that S′ ∈ seq(Sys′ ) and f (Sys′ ) 6= 0. In addition
the label λs is required to be such that


/ Sys)
if a = α
(α , 0,
#»
λs = (!α , ℓ , Sys) if a =?α ∨!α

#»

(!!α , ℓ , Sys) if a =??α ∨!!α
As the behaviour of the PALOMA sequential component is parametrised by its location the natural
interpretation would be to consider locations as an inherent part of a component’s state. This would lead
to the following definition, making use of the syntax-derived rate function defined in Section 2.
Definition 4.1. Let Sys ∈ C be any model component serving as a context. A binary relation RSys is a
bisimulation over sequential components if, and only if, (S(ℓ1 ), T (ℓ2 )) ∈ RSys implies, for all a ∈ Act
1. Ra (Sys, S(ℓ1 )) = Ra (Sys, T (ℓ2 )).
2. ℓ1 = ℓ2 .
a

a

a

a

3. S(ℓ1 ) −
→ S′ (ℓ′1 ) implies for some T ′ (ℓ′2 ), T (ℓ2 ) −
→ T ′ (ℓ′2 ) and (S′ (ℓ′1 ), T ′ (ℓ′2 )) ∈ RSys .

4. T (ℓ2 ) →
− T ′ (ℓ′2 ) implies for some S′ (ℓ′1 ), S(ℓ1 ) −
→ S′ (ℓ′1 ) and (S′ (ℓ′1 ), T ′ (ℓ′2 )) ∈ RSys .
This definition would give rise to an equivalence relation on PALOMA components with respect to
the underlying context system. However, Definition 4.1 has some limitations due to the restrictive way
in which location is treated, and we will not pursue it further. Specifically, two sequential components
which have identical behaviour in different locations will be considered non-equivalent in this setting.
This would lead to a very strict equivalence being defined on the model components of PALOMA. A
more interesting idea is to shift to considering relative locations between the sequential components.
This will be explored in the following subsection.

4.1 Relative locations
In order to consider relative locations between sequential components we need a notion of distance
between the components. Thus we consider the case where Loc denotes a metric space. Specifically we
will consider the Euclidean plane R2 (extensions to different metric spaces are immediate).
The notion we make use of in the following discussion is that of isometries – that is, maps between
metric spaces that preserve the distances between points. In particular we are interested in the set of
Euclidean plane isometries of which we have four types: translations, rotations, reflections and glide
reflections. Denote the set of Euclidean plane isometries by E(2).
The first definition we are going to give mimics the Definition 4.1 but allows the locations of the
sequential components under consideration to differ by an element in E(2).
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Definition 4.2. Let φ ∈ E(2) and Sys ∈ C a system component serving as context. A binary relation
Rφ ,Sys is a bisimulation with respect to φ over components if, and only if, (S(ℓ1 ), T (ℓ2 )) ∈ Rφ ,Sys implies,
for all a ∈ Act, that
1. Ra (Sys, S(ℓ1 )) = Ra (Sys, T (ℓ2 )).

2. φ (ℓ1 ) = ℓ2 .
a

a

a

a

3. S(ℓ1 ) −
→ S′ (ℓ′1 ) implies for some T ′ (ℓ′2 ), T (ℓ2 ) −
→ T ′ (ℓ′2 ) and (S′ (ℓ′1 ), T ′ (ℓ′2 )) ∈ Rφ ,Sys .
4. T (ℓ2 ) →
− T ′ (ℓ′2 ) implies for some S′ (ℓ′1 ), T (ℓ2 ) −
→ S′ (ℓ′1 ) and (S′ (ℓ′1 ), T ′ (ℓ′2 )) ∈ Rφ ,Sys .

In this definition for sequential components the location plays little role. The situation becomes more
interesting when we attempt to extend the definition to model components C of PALOMA.
Definition 4.3. Let φ ∈ E(2) and Sys ∈ CS a model component serving as context. A binary relation
Rφ ,Sys is a bisimulation with respect to φ over model components if, and only if, (P, Q) ∈ Rφ ,Sys implies,
for all a ∈ Act and all sets of locations L
1. Ra (L, Sys, P) = Ra (φ (L), Sys, Q).
a

a

2. P −
→ P′ implies for some Q, Q −
→ Q′ and (P′ , Q′ ) ∈ Rφ ,Sys .
a

a

3. Q −
→ Q′ implies for some P′ , P −
→ P′ and (P′ , Q′ ) ∈ Rφ ,Sys .

From the definition we can easily see that any component is bisimilar to itself and that conditions are
symmetric – meaning we have (P, Q) ∈ Rφ ,Sys =⇒ (Q, P) ∈ Rφ ,Sys – and that transitivity holds. To be
able to define a bisimilarity as the largest bisimulation over the components would require us to verify
that a union of bisimulations is again a bisimulation.
Definition 4.4. Two model components P1 , P2 , defined over R2 are considered bisimilar with respect
to context system Sys, denoted P1 ∼Sys P2 if there exists an isometry φ ∈ E(2) and a corresponding
bisimulation Rφ ,Sys such that (P1 , P2 ) ∈ Rφ ,Sys .
The simplest case we can consider is bisimilarity with respect to empty context system Sys denoted
by 0.
/ We illustrate this in the following example.
Example 4.1.
Transmitter(ℓ0 ) := !!(message move, r)@ IR{all}.Transmitter(ℓ1 )
Transmitter(ℓ1 ) := !!(message move, r)@ IR{all}.Transmitter(ℓ0 )
Receiver(ℓ1 )

:= ??(message move, p)@ Wt{v}.Receiver(ℓ0 )

Receiver(ℓ0 )

:= ??(message move, q)@ Wt{v}.Receiver(ℓ1 )

For this example take ℓ0 = (−1, 0) and ℓ1 = (1, 0). The two systems we are going to analyse are
Scenario1 := Transmitter(ℓ0 ) k Receiver(ℓ1 )

Scenario2 := Transmitter(ℓ1 ) k Receiver(ℓ0 )

It is clear that the systems are symmetric in the sense that if the locations in Scenario1 are reflected
along the y-axis we get Scenario2 . Denote the reflection along the y-axis as φ . This give φ (ℓ0 ) = ℓ1 and
φ (ℓ1 ) = ℓ0 .
It it intuitively clear that the two systems behave in the same way up to the starting location of the
Transmitter and Receiver in both systems. Thus it makes sense to abstract away the absolute locations
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and consider the given systems observationally equivalent up to spatial transformation φ . In the following we verify that applying Definition 4.3 to these examples indeed agrees with the intuition. The
two systems are considered on their own with no additional context – that is the Sys in Definiton 4.3
becomes 0.
/
/ Scenario1 ) = r
R!!message move (ℓ0 , 0,

R??message move (ℓ1 , 0,
/ Scenario2 ) = rp

and
R!!message move (φ (ℓ0 ), 0,
/ Scenario1 ) = r
/ Scenario1 ) = R!!message move (ℓ1 , 0,
/ Scenario2 ) = rp
/ Scenario2 ) = R!!message move (ℓ0 , 0,
R??message move (φ (ℓ1 ), 0,
As the rest of the rates are 0 then the first condition in Definition 4.3 holds. To get the second and
third conditions requires verifying that the rates also match for derivatives of the systems Scenario1 and
Scenario2 . This is not going to be done here but one can easily see that the same symmetries are going
to hold throughout the evolution of the systems and thus the Definition 4.4 would give that
Scenario1 ∼0/ Scenario2
In the example we gave no additional context to the systems under study but the Definition 4.3 allows
for reasoning about the equivalence of the two components in the context of any given system. The
following example demonstrates that components being equivalent with respect to one context system
does not imply equivalence with respect to other contexts.
Example 4.2.
Transmitter(ℓ0 ) := !!(message, r)@ IR{all}.Transmitter(ℓ0 )
Receiver(ℓ0 )

:= ??(message, r)@ IR{all}.Receiver(ℓ0 )

Sys

:= Transmitter(ℓ0 )

It can be verified that according to Definition 4.3 we have
Transmitter ∼0/ Receiver
as neither component can perform an action due to the blocking nature of unicast communication. On
the other hand we have
Transmitter 6∼Sys Receiver
as the system Transmitter(ℓ0 ) k Transmitter(ℓ0 ) would not perform an action while in Transmitter(ℓ0 ) k
Receiver(ℓ0 ) we have unicast communication happening.

5

Conclusions and Future Work

The paper introducing the PALOMA language in its current form [4] concentrated on the fluid analysis
of CTMCs defined on population counts and gave semantic rules for generating a model in the Multimessage Multi-class Markovian Agents Model framework [1]. In order to have a rigorous foundation for
bisimulation definitions we have introduced the new agent level semantics in the FuTSs framework [2].
Several other process algebras that capture the relative locations of interacting entities have been developed. In relation to systems biology there is, for example, SpacePi [6] where locations are defined in

80

Stochastic and Spatial Equivalences for PALOMA

real coordinate spaces and for wireless networks there is, for example, CWS [7] which makes no restrictions on the notion of location that can be used. However, there is very little work exploring notions of
equivalence for spatially distributed systems.
We presented an idea for a bisimulation of PALOMA models which allows us to abstract away
explicitly defined locations of PALOMA components and use relative locations of sequential components
as the basis of the model comparison. This idea relies on working over the Euclidean plane and being
able to apply isometries to the model components of PALOMA leaving the relative spatial structure of
the model components intact. As the behaviour of PALOMA components is dependent on the context in
which they appear thus definitions of equivalences are given in terms of the context system.
The bisimulation ideas presented are intended to serve as a grounding for further development of
model comparison and analysis methods for systems with explicitly defined spatial location. From the
modelling and simulation perspective the aim of equivalence relations is to provide formal ways of reducing the state space of the underlying CTMC by allowing us to swap out components in the model for ones
generating a smaller state space while leaving the behaviour of the model the same up to some equivalence relation. In particular, it is useful to consider such equivalence relations that induce a lumpable
partition at the CTMC level.
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Recent research on formal verification for Collective Adaptive Systems (CAS) pushed advancements
in spatial and spatio-temporal model checking, and as a side result provided novel image analysis
methodologies, rooted in logical methods for topological spaces. Medical Imaging (MI) is a field
where such technologies show potential for ground-breaking innovation. In this position paper, we
present a preliminary investigation centred on applications of spatial model checking to MI. The
focus is shifted from pure logics to a mixture of logical, statistical and algorithmic approaches, driven
by the logical nature intrinsic to the specification of the properties of interest in the field. As a result,
novel operators are introduced, that could as well be brought back to the setting of CAS.

1

Introduction

Formal verification of properties of Collective Adaptive Systems (CAS) is a challenging subject. The
huge number of considered entities introduces a gap with classical finite-state methods as the number
of states grows exponentially. Approximation methods, such as mean-field or fluid-flow approximation,
have been proposed to mitigate this aspect (see [5, 4, 30]). Another relevant issue is that of spatial
distribution of the considered entities. Entities composing a CAS are typically located, and moving, in
a physical or logical space. Collective behaviour is driven by interaction, which is frequently based on
proximity. This makes spatial aspects more prominent in the case of CAS than in classical concurrent
systems, and leads to the introduction of spatial properties in formal verification.
Model checking [1] is a formal verification technique that is based on static analysis of system properties that are described by modal logics. Modal operators have been traditionally used to denote possibility or necessity, probability, constraints on continuous time, access to security contexts, separation
of parallel components of a system and so on. But since the very beginning, modal logics have also
been interpreted on spatial structures, such as topological spaces (see [3] for a thorough introduction).
In this context, formulas are interpreted as sets of points of a topological space, and in particular φ is
usually interpreted as the points that lay in the closure of the interpretation of φ . A standard reference
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is the Handbook of Spatial Logics [33]. Therein, several logics are described, with applications far beyond topological spaces; such logics treat not only aspects of morphology, geometry, distance, but also
advanced topics such as dynamic systems, and discrete structures, that are particularly difficult to deal
with from a topological perspective.
Model checking of spatial (and spatio-temporal) logics is a more recent development (see e.g., [15],
[22], [23]). In [12], a model checking algorithm for spatial logics in the topological sense has been
proposed. Therein, models are based on extensions of topological spaces called closure spaces, designed
to accommodate also discrete structures such as finite graphs in the topological framework. The so-called
surrounded operator is introduced to describe points that are located in a region of points satisfying a
certain formula and surrounded by points satisfying another one (in other words, the surrounded operator
is a spatial form of the until operator of temporal logics). The resulting logic is called SLCS (Spatial
Logic of Closure Spaces). In [11], a spatio-temporal model checking algorithm using the same principles
has been proposed, for a logic combining the spatial operators of SLCS with the well-known temporal
operators of the Computation Tree Logic CTL. Applications to CAS have been developed in the fields of
smart transportation [10], and bike-sharing systems [13]. A free and open source implementation of the
spatio-temporal model checking algorithm of [11] is provided by the tool topochecker1 .
In this position paper, we explore various ideas for the application of spatial and spatio-temporal
model checking that depart from the setting of CAS and are tailored to Human Centric Computation, in
particular to the field of Medical Imaging (MI). In this domain, space consists of points called voxels, that
are arranged in a multi-dimensional, possibly anisotropic grid. Several spatial analyses are performed
in MI. Such analyses are typically described by structured combinations of attributes related to proximity, shape, aspect and distance of features of interest, for which spatial logics provide a well-suited
descriptive language. Our work is motivated by some considerations about how medical image analysis
is carried out. The overall general description of a feature (e.g. the shape and spatial arrangement of
parts of an image that exhibit diseases) is often carried out informally, but in a logically structured way
(e.g.: “the tumour is lighter than the surrounding brain area, and touches the oedema, whose intensity is
a bit darker than the tumour”). Such description is then turned into a series of different analysis passes,
sometimes performed by specific tools, but frequently done by writing ad-hoc programs. The results of
such different passes are often integrated by hand or using hand-crafted scripts. This complex and elaborate process hinders the implementation, and sharing across the medical community, of novel analysis
methods that emerge from current research. A leap forward is needed in the unambiguous and precise
specification of such procedures, which could be provided by logical methods borrowed from Computer
Science and in particular the area of formal methods. Our research program aims at paving the way and
establishing foundational results for such a development to happen.

2

Spatial logics for medical imaging

The contribution of Computer Science to the field of medical image analysis is increasingly significant,
and will play a key role in future healthcare. Computational methods are currently in use for several
different purposes, such as: Computer-Aided Diagnosis (CAD), aiming at the classification of areas in
images, based on the presence of signs of specific diseases [17]; Image Segmentation, tailored to identify
areas that exhibit specific features or functions (e.g. organs or sub-structures) [20]; Automatic contouring
of Organs at Risk (OAR) or target volumes (TV) for radiotherapy applications [6]; Indicators finding,
1 See

http://topochecker.isti.cnr.it/ and https://github.com/vincenzoml/topochecker.
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that is, the identification of indicators, computed from the acquired images, that permit early diagnosis, or understanding of microscopic characteristics of specific diseases, or help in the identification of
prognostic factors to predict a treatment output [9, 43]. Examples of indicators are the Mean Diffusivity
and the Fractional Anisotropy obtained from Magnetic Resonance (MR) Diffusion-Weighted Images, or
Magnetization Transfer Ratio maps obtained from a Magnetization Transfer acquisition [16, 31].
Such kinds of analyses are strictly related to spatial and temporal features of acquired images. For
example, the diagnosis of specific diseases requires the observation of variations in time of the response
to a particular acquisition technique. Another example is provided by longitudinal studies, that consist
of repeated observations of the same variables over long periods of time, to help understanding the areas
involved in some diseases. Such investigations can take advantage of spatial and temporal capabilities
in model checking. In this work, we provide a preliminary investigation of spatial logical operators that
may be used to identify areas in the images based on local or non-local features and prior knowledge
(e.g., areas surrounded by or near to or similar to areas with particular properties).
We start from the spatial logic SLCS presented in [12]. SLCS features the spatial operators near and
surrounded. The syntax of SLCS is defined by the following grammar, where p ranges over P, namely
the set of atomic propositions: Φ ::= p | > | ¬Φ | Φ ∧ Φ | N Φ | ΦS Φ.
In the syntax, > is the constant true; ¬ and ∧ are standard logical negation and conjunction. Formula
N φ denotes all points that are “near” to the interpretation of φ , whereas formula φ1 S φ2 denotes all
points that lie in a subset of the interpretation of φ1 , whose “boundary” satisfies φ2 . The notions of
“near” and “boundary” are made formal in the interpretation of the logic, resorting to a closure model
((X, C ), v), where X is a set, C : P(X) → P(X) is a closure operator (see [12] for details), and v : P →
P(X) is the valuation of atomic propositions.
In the remainder of this paper, we discuss some additional logical operators that deal with distance
(Section 3) and texture analysis (Section 4), and we reconsider the models of SLCS in the light of such
additions. These operators are implemented in the experimental branch of topochecker. In models
associated to medical images, X is the set of points of an image, and C associates to each subset A of X
the union of the neighbours of each point of A, by a user-defined notion of neighbourhood. To cope with
the quantitative information present in medical images, atomic propositions have quantitative valuations
over the real numbers, instead of just boolean valuations. However, to retain the boolean interpretation of
SLCS formulas, the syntax of atomic propositions in the logic is that of constraints with variables ranging
over R. Atomic predicate p is a shorthand for p = 1. For example, formula p > k ∧ q < h denotes all
points x ∈ X such that the value of p is greater than k and the value of q is less than h. Formally, this
does not require changes to SLCS and its semantics: given a set P̂ of proposition letters, with quantitative
valuation v̂ : P̂ → RX , the set of atomic propositions P is given by the set of all possible constraints on P̂,
and the valuation function v : P → 2X is just evaluation of constraints, which makes use of v̂.

3

Distance operators

Distance operators can be added to spatial logics in various ways (see [28] for an introduction). Distances
are very often expressed using the real numbers R. Typically, one considers operators of the form D e(z) φ
where e(z) is a constraint parametrised by a free variable z, and φ is a formula denoting a spatial property.
The intended semantics is that point x is a model of D e(z) φ if and only if there is a point y satisfying φ
such that the distance d from x to y satisfies the constraint e(d). Logics of metric spaces have been
introduced in [29]; therein, the constraint e(z) can only be in the form z ≤ k, where k ∈ R (distance at
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most k), or k1 ≤ z ≤ k2 (distance included between k1 and k2 )2 . The latter is called “doughnut operator”
in [28]. Notably, the doughnut operator cannot be expressed just using z ≤ k in combination with boolean
operators. In the following, we will discuss a general model checking procedure which is able to verify
the satisfaction of such formulas in an efficient way.
Models. First, we need to discuss appropriate models for our logics. The quasi-discrete closure models
of [12] provide a starting point. A quasi-discrete closure model is completely described by a pair (X, R)
where R is a binary relation on a set of points X – that is, a (possibly directed, unlabelled) graph – and
by a valuation v associating to each atomic proposition, in a finite set P, a set of points of X. This data
uniquely defines a model M = ((X, C ), v) where C : 2X → 2X is the closure operator, that coincides with
the dilation operation of the graph (X, R). Such models do not include information on distances. One
possibility is to enrich the structure of M by adding a distance operator d : X × X → R≥0 . In medical
imaging, the structure of a metric space is a very natural setting, as typical distances are based on either
Euclidean spaces or symmetric graphs. See Appendix A for more details on the possible choices for a
specific metric in medical imaging applications. An open question is what are the additional axioms (one
might say “compatibility conditions”) linking closure and distance. The link is well-known for the case
of topological spaces. More precisely, topological spaces are obtained from metric spaces by defining
open sets as those sets S such that all points of S have a neighbourhood3 in S; a generalization to closure
spaces is an interesting topic for future research.
Distances. In the case of quasi-discrete closure spaces generated by a graph (X, R), it is natural to
consider distance operators that are obtained by the shortest path distance of a weighted graph obtained
by assigning weights to the arcs in R. In [36], such models are used for spatial logics featuring a metric
variant of the surrounded operator of [12]. Note however that in some cases other notions of distance can
be more appropriate. For example, sampling an Euclidean space is often done using a regular grid, where
points of a graph are arranged on multiples of a chosen unit interval, and connected by edges using some
notion of connectivity (e.g. in 2-dimensional space, one typically uses four or eight neighbours per point).
Shortest-path distance and Euclidean distance obviously divert in this case (see Figure 2 and Figure 3 in
Appendix A), no matter how fine is the grid or how many finite neighbours are chosen. Medical images
introduce some more complexity due to the fact that multi-dimensional voxels frequently are anisotropic,
that is, the sizes of a voxel in each of the multiple dimensions of the image are different.
Global model checking through distance transforms. The model checking algorithm implemented
in topochecker is a global one. That is, all points of the considered space or space-time are examined,
and those satisfying the considered formula are marked by the algorithm. Even though this classical
approach has drawbacks – mostly related to the restriction to finite models, and the fact that large parts
of a model need to be stored in central memory – it is very helpful in the case of medical image analysis,
as logical operators may take advantage of global analysis of the whole space. One example where this
is particularly useful is the computation of distance formulas. This can be done using so-called distance
transforms. The concept of distance transform comes from the area of topology and geometry in computer vision [27]. The idea is extensively used in modern image processing. Given a multi-dimensional
image equipped with Euclidean distance, global spatial model checking of formulas D e(z) φ can be done
2 See

also [35, 36] for examples of application of such connectives in spatio-temporal signal analysis.
this definition, neighbourhood has to be interpreted in the context of metric spaces; namely, a set S is a neighbourhood
of a point x whenever there is r ∈ R such that the set {y | d(x, y) < r} is contained in S.
3 In
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in linear time with respect to the number of points of the space, assuming that the computation time
of e(z) is negligible, and that the computation of φ is linear in turn, which is true for the spatial logic
SLCS of [12]. Consider a multi-dimensional image. The outcome S of computing the truth value of φ
on each point of a model is a binary (multi-dimensional) image. The binary value stored in each point
corresponds to the truth value of φ on that point. From this data, it is possible to define a transformed
image, called the distance transform of S, such that in every point x, a value dx ∈ R is stored. The value
of dx is meant to correspond to the minimum distance between x and a point satisfying φ . There exist
both exact and approximate algorithms for computing distance transforms, that are usually classified by
their asymptotic complexity, computational efficiency, and possibility of parallel execution. In particular, there are effective linear-time algorithms [34, 18]. In global model checking, one first computes the
distance transform, and then in one pass, for each x, the quantitative value of dx can be replaced with
the boolean value of e(dx ). It is worth noting that similar algorithms exist for weighted graphs equipped
with shortest-path distance. In this case, asymptotic complexity is generally speaking quasi-linear but
not linear, although execution time is highly dependent on the structure of the considered graph.
In the next section we shall discuss how distance operators can be combined with texture analysis to
identify tissues of different nature that lay within a certain distance of each other.

4

Texture analysis operators

Texture analysis (TA) operators are designed for finding and analysing patterns in medical images, including some that are imperceptible to the human visual system. Patterns in images are entities characterised by brightness, colour, shape, size, etc. TA includes several techniques and has proved promising
in a large number of applications in the field of medical imaging [26, 32, 7, 14]; in particular it has
been used in CAD applications [44, 24, 25] and for classification or segmentation of tissues or organs
[8, 39, 38]. In TA, image textures are usually characterised by estimating some descriptors in terms of
quantitative features. Typically, such features fall into three general categories: syntactic, statistical, and
spectral [26]. Our preliminary experiments have been mostly focused on statistical approaches to texture
analysis. Statistical methods consist of extracting a set of statistics descriptors from the distributions of
local features at each voxel. In particular, we studied first order statistical methods, that are statistics
based on the probability density function of the intensity values of the voxels of parts, or the whole,
of an image, approximated as a histogram collecting such values into batches (driven by ranges). In
this approach, the specific pixel adjacency relationship is not taken into account. Common features are
statistical indicators such as mean, variance, skewness, kurtosis, entropy [40]. Although a limitation of
these operators is that they ignore the relative spatial placement of voxels, statistical operators are important for MI as their application is invariant under transformations of the image. In particular, first order
operators are, by construction, invariant under affine transformations (rotation and scaling), which is
necessary when analysing several images acquired in different conditions. Nevertheless it is possible to
construct features using first order operators, keeping some spatial coherence but losing at least partially
the aforementioned invariance [42].
In our experimental evaluation, we defined a logical operator, called SCMP – for statistical comparison – that compares areas of an image that are statistically similar to a predetermined area SA, identified
using a sub-formula. More precisely, SCMP is used to search for sub-areas in the image whose empirical
distribution is similar to that of SA, up-to a user-specified threshold. For each voxel, a small surrounding area is considered; its statistical distribution is compared to that of SA and a threshold is applied,
obtaining a Boolean value that denotes whether the voxel belongs to an area statistically similar to SA.
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Statistical distributions are compared using the cross-correlation function. Currently, the syntax and interpretation of the operator are quite experimental, and different methods may be used to define the data
aggregation and comparison of distributions which are needed for its implementation. Complexity is,
among others, an issue to deal with.
The SCMP operator results in a generalisation of classical TA based on first-order statistics, since
it analyses the statistical distribution of a neighbourhood of each voxel as a whole, whereas classical
techniques for TA resort to the extraction of specific indicators. In Figure 1 we show the output of
topochecker, enhanced with the SCMP operator, and the distance-based operators described in Section 3, applied to a slice of a MR-Flair acquisition of a brain affected by glioblastoma (GBM), an intracranial neoplasm4 . GBMs are tumors composed of typically poorly-marginated, diffusely infiltrating
necrotic masses. Even if the tumor is totally resected, it usually recurs, either near the original site, or at
more distant locations within the brain. GBMs are localised to the cerebral hemispheres and grow quickly
to various sizes, from only a few centimetres, to lesions that cover a whole hemisphere. Infiltration beyond the visible tumor margin is always present. In MR T2/Flair images GBMs appear hyperintense and
surrounded by vasogenic oedema5 .
Being able to segment tumor and oedema in medical images can be of immediate use for automatic
contouring applications in radiotherapy and, in perspective, it can be helpful in detecting the invisible
infiltrations in CAD applications. In Figure 1b we show a segmentation obtained using topochecker.
First, two thresholds are applied to the original image, in order to identify two areas of the image with
particular brightness, that are supposed to loosely correspond to an oedema and a tumor. Furthermore,
the distance operator (shortest path distance with 9-neighbours, see Appendix A) is used to imposes a
certain degree of proximity between the oedema and the tumor. The voxels assigned to the oedema are
drawn in yellow; the voxels assigned to tumor are drawn in orange. These areas are used as two different
SA for the analysis shown in Figure 1c, obtained using the SCMP operator to further enlarge the two
regions, by searching areas that, although not falling in the specified thresholds, are still identifiable as
oedema and tumor. The model checker colours the additional voxels assigned to tumor in blue; these
areas are characterised by a statistical distribution similar to the orange region. The tool colours the
additional voxels assigned to oedema in magenta. These are obtained by searching for areas having
statistical distribution similar to the yellow part of the image. In Figure 1d we show the final result of the
procedure with tumor voxels in orange and oedema voxels in yellow.

5

Discussion

We have just started the exploration of logical methods for medical image analysis in the domain of
radiotherapy. Logical properties are used as classifiers for points of an image; this can be used both
for colouring regions that may be similar to diseased tissues, and therefore being diseased tissue in
turn, and for colouring regions corresponding to organs of the human body. Envisaged applications
range from contouring to computer-aided diagnosis. The field of Spatial Logics can benefit from such
kinds of research; for example, texture analysis operators may be defined, and in particular operators that
compare regions based on statistical similarity. It will be interesting to study relevant axioms and theories
that can deal with the uncertainty generated by analysis of statistical similarity in theorem proving or
completeness studies, as well as theories of bisimilarity or minimisation of models. From the model4 Case

courtesy of A.Prof Frank Gaillard, Radiopaedia.org, rID: 5292

5 Vasogenic oedema is an abnormal accumulation of fluid from blood vessels, which is able to disrupt the blood brain barrier

and invade extracellular space
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(a) A slice of a FLAIR MR acquisition of a brain affected by a glioblastoma.

(b) Same slice superimposed to regions of
interest (ROIs) determined by threshold and
distance operator. The yellow ROI is the
oedema; the orange one is the tumor.

(c) Same slice superimposed to ROIs determined by the SCMP operator, starting from
orange and yellow ROIs. In blue, the additional tumor voxels; in magenta, the additional oedema voxels.

(d) Final result of application of threshold, distance, and the SCMP operator.
The yellow area is the identified
oedema; the orange area is the tumor.

Figure 1: Experimental results obtained by applying topochecker to a medical image of a brain (case
courtesy of A.Prof Frank Gaillard, Radiopaedia.org, rID: 5292).

theoretical point of view, questions of interest relate to the various kinds of distances that may arise in
the considered spatial models, ranging from classical Euclidean distance to shortest-path distance on
weighted graphs, on their axioms, and the relation between different notions. The effect of approximate
distance transforms on the representational complexity of models may be an interesting question for
future work. Our early experiments show that typical analyses carried out using spatial model checking
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in medical imaging require careful calibration of numeric parameters (for example, a threshold for the
distance between a tumor and the associated oedema, or the size of areas identified by a formula, that are
small enough to be considered noise, and ought be filtered out). The calibration of such parameters can be
done using machine-learning techniques. In this respect, future work could be focused on application, in
the context of our research line, of the methodology developed by Bartocci et al. (see e.g. [19, 2]). Some
recent research focused on themes that are close to our planned development. In particular, [41] uses
spatio-temporal model checking techniques inspired by [22] – pursuing machine learning of the logical
structure of image features – to the detection of tumors. In contrast, our approach is more focused
on human-intelligible logical descriptions. The work [37] is closer to the setting of CAS, applied to
biological processes, with an interesting focus on multi-scale aspects. The research line that we present
in this paper stems from research in collective adaptive systems and departs from it to direct spatial
analysis to medical imaging. We foresee that the novel statistical texture analysis operators and the
study of global model checking of distance formulas using distance transforms are of interest when
dealing with very large populations that are spread over some spatial structure (e.g. a geographical
map). Potential applications include the analysis of statistical properties arising from gossip protocols
and disease spreading models, in which statistical distribution of features in space appears to be relevant.
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Figure 2: Error-free Euclidean distance (with threshold) from a point in the centre of image.

A Comparison of metrics
In MI, Euclidean distance (based on the 2-norm) is the reference distance between two voxels. Therefore,
in this context, Euclidean distance is considered error-free. We shall now discuss different alternative
definitions of distance that could be interesting for spatial model checking, both for medical imaging
applications and also as a valuable addition to spatial analysis methods for CAS. Starting from [21], we
experimented with two distance transform operators, the multi-dimensional Euclidean error-free distance
operator, called EUCL in the following, and a distance transform operator based on Dijkstra’s shortest
path algorithm, called MDDT (Modified Dijkstra Distance Transform), that operates on the shortest-path
distance of a graph constructed from the image. From the point of view of the Dijkstra algorithm, an
image is a graph whose vertices are the voxels and whose arcs connect each voxel x with chosen voxels
that are considered adjacent to x. Every arc is labelled with the chosen distance function applied to the
two vertices that the arc connects. In other words, we are considering a graph with nodes located in a
distance space, arcs weighted according to the distance of the space, and a chosen notion of adjacency.
In this particular case, the shortest-path distance is also called Chamfer distance. The chosen adjacency
is the most important factor in the precision-efficiency trade-off of the computed distance: the more
adjacent voxels are considered, the more precise is the Chamfer distance when compared to the Euclidean
distance, at the expenses of generating graphs with larger out-degrees. In Figure 2 and Figure 3 we show
in red the points satisfying D z>k φ for a binary image with only one point satisfying φ (in the centre of
the image). In Figure 2 we show the output of the error-free EUCL operator. In Figure 3, we show the
output of the MDDT operator, alongside the characteristic pattern of the percentage error with respect to
Euclidean distance (Figure 3b and 3d – see [21] for a detailed analysis of the percentage error of several
distance transform algorithms). The percentage error δ (x) for the distance transform d(x) is defined
(x)−d(x)|
in every voxel x as δ (x) = |deucldeucl
. In Figure 3a and Figure 3c we show the Chamfer distance
(x)
obtained using MDDT, with different choices of adjacent voxels. In Figure 3a the adjacent voxels of
a point are chosen to be its immediate neighbours on the main directions and diagonals (called Moore
neighbourhood in 2d images). In Figure 3c, again the main directions and diagonals are used, but this
process is iterated two times (that is, the chosen adjacent voxels of x are all points in a hypercube of size
5, centred on x, except x itself).
In a Euclidean space, Euclidean distance is not the only possible distance; several definitions exist
based on different norms. In (Figure 4) we depict two widely used metrics. In Figure 4a adjacency is the
same as in Figure 3a but all arcs have weight 1. This is called the Chebyshev or chessboard distance, that
in a Euclidean space is the distance based on the so-called infinity-norm. In Figure 4b, the underlying
graph is as in Figure 4a but adjacency contains only voxels whose coordinates differ at most in one
dimension) (for 2D images, this is called Von Neumann neighbourhood), thus obtaining the taxicab or
cityblock distance. In a Euclidean space, the cityblock distance is the distance based on 1-norm.
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(a) Chamfer distance in two dimensions with
the Moore neighbourhood

(b) Percentage error with respect to the errorfree Euclidean distance. Scale: 0-10%

(c) Chamfer distance in two dimensions with
24 chosen adjacent voxels.

(d) Percentage error with respect to the errorfree Euclidean distance. Scale: 0-2%

Figure 3: Distance operators, from the central point, with a threshold.

(a) Chessboard distance: d∞ (x, y) = maxi |xi − yi |

(b) CityBlock distance: d1 (x, y) = ∑i |xi − yi |

Figure 4: Non-Euclidean distance defined in an Euclidean space.

